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Patients Same Therapy
Adverse 
Effects

Without Personalized Medicine: 

With Personalized Medicine: 

PatientsClinical Sequencing
Tailored Therapy

Benefit

No Benefit

Some Benefit, Some Do Not

Each Patient Benefits from Individualized Treatment



Genetic Disorders

3http://www.raredisease.org.uk/what-is-a-rare-disease

7 Million 30 Million350 Million
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human chromosome #12
from HeLa’s cell

DNA Under Electron Microscope



Untangling Yarn Balls & Sequencing
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Genome 
Analysis
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Reference Genome
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TATATATACGTACTAGTACGT

ACGACTTTAGTACGTACGT
TATATATACGTACTAGTACGT

ACGTACG CCCCTACGTA

ACGACTTTAGTACGTACGT
TATATATACGTACTAAAGTACGT

CCCCCCTATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT

ACG TTTTTAAAACGTA

ACGACGGGGAGTACGTACGT

Billions of Short Reads

1 2Sequencing Read Mapping

3 4Variant Calling Diagnosis 



Governmental Initiatives on Genomics
n 959 nematode genomes

n 1000 Genomes: a deep catalog of human genetic variation.
n 1KP: 1,000 plant (transcriptome) project.

n 1001 Genomes: a catalog of Arabidopsis thaliana genetic variation.

n 3K RGP: the 3,000 Rice Genomes Project.

n I5k: insect and other arthropod genome sequencing initiative.

n Genome 10K: as mentioned above, these will be vertebrate genomes.
n 100,000 Genomes Project: human genomes from British patients 

(August 2014).

n 100K Pathogen Genome Project: sequencing foodborne pathogens

n President Obama’s Precision Medicine Initiative (PMI): 1,000,000+ US 
citizens (January 2015).

n The Initiative on Rare and Undiagnosed Diseases (IRUD): 1,000 
Japanese children/adults who had undiagnosed conditions (July 2015).

n The Human Cell Atlas: UK & USA (October 2016)
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http://www.nematodes.org/nematodegenomes/index.php/959_Nematode_Genomes
http://www.1000genomes.org/
https://sites.google.com/a/ualberta.ca/onekp/
http://1001genomes.org/
http://www.gigasciencejournal.com/content/3/1/7
http://www.arthropodgenomes.org/wiki/i5K
http://genome10k.org/
http://www.genomicsengland.co.uk/the-100000-genomes-project/
http://100kgenome.vetmed.ucdavis.edu/index.cfm
https://www.nih.gov/precision-medicine-initiative-cohort-program
https://www.google.com.tr/url?sa=t&rct=j&q=&esrc=s&source=web&cd=1&cad=rja&uact=8&ved=0ahUKEwi9k4yki4rQAhXKnBoKHQTVACYQFggaMAA&url=http://www.amed.go.jp/en/program/IRUD/&usg=AFQjCNE0pvu1tKgdCw-Yf-LlCNjCPw1m_w&sig2=EPt_Re0MAzlPGM6GoeKtUg&bvm=bv.137132246,d.d2s
http://meeting.humancellatlas.org/
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69–92% of the respondents in these studies had positive attitudes 
towards genomics research and donating their DNA samples. 



So where is the problem?!
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Genome 
Analysis

A C T T A G C A C T
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Short Read

... ...
Reference Genome

Read 
Alignment

        CC T AT AAT ACG
C
C
A
T
A
T
A
T
A
C
G

TATATATACGTACTAGTACGT

ACGACTTTAGTACGTACGT
TATATATACGTACTAGTACGT

ACGTACG CCCCTACGTA

ACGACTTTAGTACGTACGT
TATATATACGTACTAAAGTACGT

CCCCCCTATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT

ACG TTTTTAAAACGTA

ACGACGGGGAGTACGTACGT

Billions of Short Reads

1 2Sequencing Read Mapping

3 4Variant Calling Scientific Discovery

300 M
bases/min

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 
GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 
GAGTCAGAATTTGAC GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 

GAGTCAGAATTTGAC 
GAGTCAGAATTTGAC 

Illumina HiSeq4000  

2 M
bases/min

on average

(0.6%)

Bottlenecked in Mapping!!



WHAT MAKES READ MAPPERS 
SLOW?
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candidate 
alignment 

locations (CAL)
4%

Read 
Verification

93%

SAM 
printing

3%

What Makes Read Mappers SLOW?

90%
of the read mapper’s 

execution time is spent 
in read alignment.

Key Observation # 1

Alser et al, Bioinformatics (2017)



What Makes Read Mappers SLOW?
Key Observation # 2

of candidate locations 
have high dissimilarity 

with a given read.

98% 

Cheng et al, BMC bioinformatics (2015)
Xin et al, BMC genomics (2013)
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What Makes Read Mappers SLOW?

n Quadratic-time dynamic-
programming algorithm.
q Tolerating sequencing errors 

& genetic variations.

Key Observation # 3
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Read Alignment

        CC T AT AAT ACG
C
C
A
T
A
T
A
T
A
C
G

etc

etc
n Data dependencies limits the 

computation parallelism.

n Computing the entire matrix or 
the entire banded diagonals all 
the time for all mappings.

etc



ONGOING DIRECTIONS

15



Analyzing Seed-and-Extend Mappers
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ACGTACGTACGTACGT

TATATATACGTACTAGTACGT

ACGACTTTAGTACGTACGT
TATATATACGTACTAGTACGT

ACGTACGCCCCTACGTA

ACGACTTTAGTACGTACGT
TATATATACGTACTAAAGTACGT

CCCCCCTATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT

TATATATACGTACTAGTACGT
ACGTTTTTAAAACGTA

ACGACGGGGAGTACGTACGT
TATATATACGTACTAAAGTACGT

Billions of Short Read

High throughput DNA sequencing (HTS) 
technologies 

... ...
Reference Genome

L1

Reference genome indexing 
Hash table or BWT-FM1

L2

L3 L4

L5

L6

L7

L10

L11

L12

L13

L22

L9

L8

L15

L20

L14

L19

L18

L16

L17

L26

L30

L37

L60

Indexing data structure



Analyzing Seed-and-Extend Mappers
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TA

seed

... ...
Reference Genome

TATATATACGTACTAGTACGT

CCTATATATACGTACTAGTACGT

CCC
L2 L11L8 L18

TATATATACGTACTA GTCCG

T

Seed selection
Extracting seeds from read set2 Seed querying & filtering 

Each seed has its own location list3

Read 1:

Read 2:

Read 3: ... ... ...

Seed location list

seeds L7 L14

L1 L10L9 L19 L30

L50

AG L3 L4 L12 L16 L37

Finding all locations at reference 
genome where seeds exact match, 
then pruning the seed location list

L5 L13L15 L17 L200



Analyzing Seed-and-Extend Mappers
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A C T T A G C A C T
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C
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C
G

CCTATAT TACGTACTAGTACGT TRead 1:

CTATATA ACGTACTAGTACGTG

G

CCRef. 1  :

Pre-alignment Filtering
Examining each mapping individually4 Read Alignment 

Slow and Accurate5

Exact match seeds 
from step 3

Estimating the total number of edits quickly

.sam file contains 
necessary alignment 

information



Ongoing Directions
n Seed Filtering Techniques (step #3):

q Slow (find all seed locations for each seed).

q Inaccurate (exact matches only).

n Pre-alignment Filtering Technique (step #4):

q Inaccurate (4 main causes).

n Read Alignment Acceleration (step #5):

q FPGA accelerators outperform all other accelerated 

implementations (parallelism, memory access).

q Simplify the scoring function, or NO backtracking.

30



MOTIVATION & GOAL
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The Effect of Pre-Alignment (Theoretically)
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40% to 80% 
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Main Goal

n Our goal in this thesis is to significantly reduce the time 
spent on calculating the optimal alignment in genome 
analysis from hours to mere seconds, given limited 
computational resources (i.e., personal computer or small 
hardware). 
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Thesis Statement

n Read alignment can be substantially accelerated using 
computationally inexpensive and accurate pre-alignment 
filtering algorithms designed for specialized hardware.
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CONTRIBUTIONS
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Contributions
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Seed Querying &
 Filtering 

Read Alignm
ent

Hardware 
Accelerator

Low Speed & High Accuracy
Medium Speed, Medium Accuracy

High Speed, Low Accuracy

x1012 x103mappings mappings

1. Filtering Accuracy 2. Filtering Speed

3. Exploiting Accuracy/Speed 
Trade-offs

4. Hardware Complexity and 
Cost

Understanding and Improving 
Pre-alignment Filtering Accuracy 

[IPSI’17]

Hardware Accelerator for Pre-
Alignment Filtering

[UCLA-CGSI’16]

GateKeeper 
[Bioinformatics’17] [UCLA-

CGSI’17]

MAGNET [AACBB’18]

SLIDER

SneakySnake



Contributions (cont’d)
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Pre-Alignment 
Filter

st1
FPGA-based Pre-
Alignment Filter.

4 new 
algorithms

3 new 
architectures



Accelerator Architecture
n The number of filtering units is determined by the maximum data 

throughput and the available FPGA resources. 
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Preprocessing Host (CPU)

input reads 
(.fastq)

reference 
genome (.fasta)

R
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d 
En
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r

Read Mapper

map.#Nmap.#1 …

Accepted Alignments
(correct & false positives)

Pre-Alignment Filtering (FPGA) Alignment Verification 
(CPU/FPGA)PCIe

PCIe
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. . .
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. . .
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Filter # 
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Filter # 
6

Filter # 
5

Filter # 
4

Filter # 
9

Filter # 
8
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7

Filter # 
N

Filter #
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Read Controller

Result Controller
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GateKeeper
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GateKeeper
n Key observation:

q If two strings differ by E edits, then every bp match can be 
aligned in at most 2E shifts. 

n Key idea:
q Use the highly-parallel and bitwise-processing-friendly 

architecture of FPGAs to quickly filter out incorrect mappings.
n Key result:

q GateKeeper is 300x - 850x faster than its CPU implementation 
and SHD.

q Contains up to 16 filtering units, each of which has a very 
small footprint on the FPGA.

n Weaknesses:
q GateKeeper ‘s accuracy degrades exponentially for E >2%, 

and becomes ineffective for E >8%.
29
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The Effect of SNP on Alignment
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GateKeeper Walkthrough
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Generate 2E+1 
masks

Amend random zeros: 
101 à 111 &  1001 à 1111

AND all masks, 
ACCEPT iff number of ‘1’ ≤ Threshold

AAAAAAAAAAAAAAGAGAGAGAGATATTTAGTGTTGCAGCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGGAACATTGTTGGGCCGGA
AAAAAAAAAAAAAAGAGAGAGAGATAGTTAGTGTTGCAGCCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGAGACATTGTTGGGCCGG

0000000000000000000000000010000000000001111111011110001110110101101111111110001000001111011010010101 
0000000000000011111111111110011111011111000000000000000000000000000000000000000000011000000000000000 
0000000000000010000000001011011100111111111111101111000111011010110111111111000100010011101101001010 
0000000000000010111111111110111011001101110111011000100100111111111111100101100110010110111011101111 
0000000000000111111111111110111110111111011101100010010011111111111110010110011000101011101110111110 
0000000000001000000000100111110011111111100100011010101001101011111111111110111001111111000111101100 
0000000000010111111111110111011001100011111111101011011111100110010111011111111011101111010111001000

AAAAAAAAAAAAAAGAGAGAGAGATATTTAGTGTTGCAG-CACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGGAACATTGTTGGGCCGG
|||||||||||||||||||||||||| |||||||||||| |||||||||||||||||||||||||||||||||||||||||||::|||||||||||||||
AAAAAAAAAAAAAAGAGAGAGAGATAGTTAGTGTTGCAGCCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGAGACATTGTTGGGCCGG

0000000000000000000000000010000000000001111111111110001111111101111111111110001000001111111111111111 
0000000000000011111111111111111111111111000000000000000000000000000000000000000000011000000000000000 
0000000000000010000000001111111111111111111111111111000111111111111111111111000100011111111111111110 
0000000000000011111111111111111111111111111111111000111111111111111111111111111111111111111111111111 
0000000000000111111111111111111111111111111111100011111111111111111111111111111000111111111111111110 
0000000000001000000000111111111111111111111100011111111111111111111111111111111111111111000111111100 
0000000000011111111111111111111111100011111111111111111111111111111111111111111111111111111111111000

0000000000000000000000000010000000000001000000000000000000000000000000000000000000001000000000000000

--- Masks after amendment ---

Query : 
Reference :

Hamming Mask : 
1-Deletion Mask :
2-Deletion Mask :
3-Deletion Mask :

1-Insertion Mask :
2-Insertion Mask :
3-Insertion Mask :

Hamming Mask : 
1-Deletion Mask :
2-Deletion Mask :
3-Deletion Mask :

1-Insertion Mask :
2-Insertion Mask :
3-Insertion Mask :

AND Mask :

 Alignment :
Needleman-Wunsch



AAAAAAAAAAAAAAGAGAGAGAGATATTTAGTGTTGCAGCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGGAACATTGTTGGGCCGGA
AAAAAAAAAAAAAAGAGAGAGAGATAGTTAGTGTTGCAGCCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGAGACATTGTTGGGCCGG

0000000000000000000000000010000000000001111111011110001110110101101111111110001000001111011010010101 
0000000000000011111111111110011111011111000000000000000000000000000000000000000000011000000000000000 
0000000000000010000000001011011100111111111111101111000111011010110111111111000100010011101101001010 
0000000000000010111111111110111011001101110111011000100100111111111111100101100110010110111011101111 
0000000000000111111111111110111110111111011101100010010011111111111110010110011000101011101110111110 
0000000000001000000000100111110011111111100100011010101001101011111111111110111001111111000111101100 
0000000000010111111111110111011001100011111111101011011111100110010111011111111011101111010111001000

AAAAAAAAAAAAAAGAGAGAGAGATATTTAGTGTTGCAG-CACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGGAACATTGTTGGGCCGG
|||||||||||||||||||||||||| |||||||||||| |||||||||||||||||||||||||||||||||||||||||||::|||||||||||||||
AAAAAAAAAAAAAAGAGAGAGAGATAGTTAGTGTTGCAGCCACTACAACACAAAAGAGGACCAACTTACGTGTCTAAAAGGGGAGACATTGTTGGGCCGG

0000000000000000000000000010000000000001111111111110001111111101111111111110001000001111111111111111 
0000000000000011111111111111111111111111000000000000000000000000000000000000000000011000000000000000 
0000000000000010000000001111111111111111111111111111000111111111111111111111000100011111111111111110 
0000000000000011111111111111111111111111111111111000111111111111111111111111111111111111111111111111 
0000000000000111111111111111111111111111111111100011111111111111111111111111111000111111111111111110 
0000000000001000000000111111111111111111111100011111111111111111111111111111111111111111000111111100 
0000000000011111111111111111111111100011111111111111111111111111111111111111111111111111111111111000

0000000000000000000000000010000000000001000000000000000000000000000000000000000000001000000000000000

--- Masks after amendment ---

Query : 
Reference :

Hamming Mask : 
1-Deletion Mask :
2-Deletion Mask :
3-Deletion Mask :

1-Insertion Mask :
2-Insertion Mask :
3-Insertion Mask :

Hamming Mask : 
1-Deletion Mask :
2-Deletion Mask :
3-Deletion Mask :

1-Insertion Mask :
2-Insertion Mask :
3-Insertion Mask :

AND Mask :

 Alignment :
Needleman-Wunsch

GateKeeper Walkthrough (cont’d)

32

Generate 2E+1 

masks

Amend random zeros: 

101 à 111 &  1001 à 1111

AND all masks, 

ACCEPT iff number of ‘1’ ≤ Threshold

• (2E+1)*(ReadLength) 5-input LUT. 

0 1 0 0 1 0 0 0 1 1 0 1 0 0 0 10 101 10 0 11 1 1 000 1 0 0 1 0
Hamming mask

0 1 1 1 1 0 0 0 1 1 1 1 0 0 0 1 11 111 11 1 1 11 00 0 11 1 1 0
Hamming mask after amending

. . . . . . . . . .

5-input
LUT

• E right-shift registers (length=ReadLength)

• E left-shift registers (length=ReadLength)

• (2E+1) * (ReadLength) 2-XOR operations.

• (2E)*(ReadLength) 2-AND 

operations.

• (ReadLength/4) 5-input LUT.

• !"#$ReadLength-bit counter.

X1001
1001x



GateKeeper vs SHD

n FPGA (Xilinx VC709).
n Multi-unit architecture. 
n Examines a single 

mapping @ 250 MHz.
n Limited to PCIe Gen3(4x) 

transfer rate (128 bits @ 
250MHz).

n Accurate for E=0.

n Amending requires:
q (2E+1) 5-input LUT. 

n Intel SIMD.
n Single Core (sequential)
n Examines a single 

mapping @ ~2MHz.
n Limited to a read length 

of 128 bp (SSE register 
size).

n Falsely reject correct 
mappings when E=0.

n Amending requires:
q 4(2E+1) bitwise OR.
q 4(2E+1) packed shuffle.
q 3(2E+1) shift.

33

GateKeeper SHD



SLIDER
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SLIDER
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n Key observation:
q Correct alignment always includes long identical subsequences. 
q Processing the entire mapping at once is ineffective for 

hardware design.
n Key idea:

q Use overlapping sliding window approach to quickly and 
accurately find all long segments of consecutive zeros.

n Key result:
q SLIDER is 400x - 14,000x faster than its CPU implementation.
q Contains up to 16 filtering units, each of which has twice the 

footprint of that of GateKeeper on the FPGA.
q SLIDER is 1.2x to 15x more accurate than GateKeeper.



Alignment Matrix vs. Neighborhood Map

36

A C T T A G C A C T

0 -1 -2

A -1 -1 -1 -2

C -2 -2 -2 -1 -2

T -2 -3 -2 -1 -2

A -3 -3 -2 -1 -2

G -4 -3 -2 -1 -2

A -4 -3 -2 -2 -2

A -4 -3 -2 -3 -3

C -4 -3 -2 -3 -4

T -4 -3 -2 -3

T -4 -3 -2

C T A T A A T A C G

C
A

T
A
T
A
T
A
C
G

A C T T A G C A C T

A 1 1 0

C 0 1 1 1

T 1 0 1 0 1

A 1 0 1 0 0

G 1 0 1 1 0

A 1 0 0 1 0

A 1 1 0 1 1

C 0 1 0 1 1

T 1 1 0 1

T 1 1 0

C T A T A A T A C G

C
A

T
A
T
A
T
A
C
G

|dp[i][j-1] -1 // Inser.
dp[i][j]=max|dp[i-1][j]  -1 // Del.

|dp[i-1][j-1]-1 // Subs.
|dp[i-1][j-1]+0 // match.

dp[i][j]=|0 if X[i]=Y[j]
|1 if X[i]≠Y[j]

No data dependencies!Each cell depends on three 
pre-computed cells!

Needleman-Wunsch Neighborhood Map

where 1≤ i ≤ m 
i-E ≤ j ≤ i+E

Our goal to track the diagonally consecutive matches in the 
neighborhood map.



Sliding Window Size
n The reason behind the selection of the window size is due 

to the minimal possible length of the identical subsequence 
that is a single match (e.g., such as `101').
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SLIDER Walkthrough
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Build Neighborhood Map Track the Diagonally Consecutive 
Matches ACCEPT iff number of ‘1’ ≤ Threshold

Read : TTTTACTGTTCTCCCTTTGAATACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAATTACGTTTTAAAA 
Reference : TTTTACTGTTCTCCCTTTGAAATGACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAAATTACCGTTTT

Upper Diagonal-4 : ----110111111100111111110101100001010001011010011111101101100110110011010101011101111111101011000000
Upper Diagonal-3 : ---0110110101011111111111110111111111110010011110111111001000100100010011111110110111111000000110001
Upper Diagonal-2 : --00111101100101101110110000000000000000000000000000000000000000000000000000000000000000010111110011
Upper Diagonal-1 : -000111110111001001100011101111111111100100111101111110010001001000100111111101101111110111111110111

Main Diagonal : 0000000000000000000001110110000101000101101001111110110110011011001101010101110111111111101111111111
Lower Diagonal-1 : 000111110111001001101011010111111111011111011111101111111011111101111011111100001011010101101111111-
Lower Diagonal-2 : 00111101100101101111011111100100010101110011100111011011111111111111010101111011010101001100111111--
Lower Diagonal-3 : 0110110101011111111010110101111111011110111111111101101101111110111110111101111111111111110011111---
Lower Diagonal-4 : 110111111100111110110001111100000101110101100111110010100111110011100100111101011011111111000111----

SLIDER bit-vector : 0000000000000000000100010000000000000000000000000000000000000000000000000000000000000000000001000000



SLIDER Walkthrough

Read : TTTTACTGTTCTCCCTTTGAATACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAATTACGTTTTAAAA 
Reference : TTTTACTGTTCTCCCTTTGAAATGACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAAATTACCGTTTT

Upper Diagonal-4 : ----110111111100111111110101100001010001011010011111101101100110110011010101011101111111101011000000
Upper Diagonal-3 : ---0110110101011111111111110111111111110010011110111111001000100100010011111110110111111000000110001
Upper Diagonal-2 : --00111101100101101110110000000000000000000000000000000000000000000000000000000000000000010111110011
Upper Diagonal-1 : -000111110111001001100011101111111111100100111101111110010001001000100111111101101111110111111110111

Main Diagonal : 0000000000000000000001110110000101000101101001111110110110011011001101010101110111111111101111111111
Lower Diagonal-1 : 000111110111001001101011010111111111011111011111101111111011111101111011111100001011010101101111111-
Lower Diagonal-2 : 00111101100101101111011111100100010101110011100111011011111111111111010101111011010101001100111111--
Lower Diagonal-3 : 0110110101011111111010110101111111011110111111111101101101111110111110111101111111111111110011111---
Lower Diagonal-4 : 110111111100111110110001111100000101110101100111110010100111110011100100111101011011111111000111----

SLIDER bit-vector : 0000000000000000000100010000000000000000000000000000000000000000000000000000000000000000000001000000
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Build Neighborhood Map
Track the Diagonally Consecutive 

Matches
ACCEPT iff number of ‘1’ ≤ Threshold

• E right-shift registers (length=ReadLength)

• E left-shift registers (length=ReadLength)

• (2E+1) * (ReadLength) 2-XOR operations.

• !"#$ReadLength-bit counter.
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MAGNET
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MAGNET

41

n Key observation:
q Correct alignment always includes non-overlapping long 

identical subsequences. 
n Key idea:

q Employ greedy divide-and-conquer approach for identifying all 
non-overlapping long matches between two sequences.

n Key result:
q MAGNET is 74x - 460x faster than its CPU implementation.
q Contains up to 2 or 8 filtering units, each of which has 10 folds 

the footprint of that of GateKeeper on the FPGA.
q MAGNET provides 1x to 3.4x and 1.5x to 5.3x more accurate 

filtering than SLIDER and GateKeeper, respectively.
n Weaknesses:

q Challenging to be implemented on FPGA.



MAGNET Walkthrough
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Build Neighborhood Map Track the Diagonally Consecutive 
Matches ACCEPT iff number of ‘1’ ≤ Threshold

Read : TTTTACTGTTCTCCCTTTGAATACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAATTACGTTTTAAAA 
Reference : TTTTACTGTTCTCCCTTTGAAATGACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAAATTACCGTTTT

Upper Diagonal-4 : ----110111111100111111110101100001010001011010011111101101100110110011010101011101111111101011000000
Upper Diagonal-3 : ---0110110101011111111111110111111111110010011110111111001000100100010011111110110111111000000110001
Upper Diagonal-2 : --00111101100101101110110000000000000000000000000000000000000000000000000000000000000000010111110011
Upper Diagonal-1 : -000111110111001001100011101111111111100100111101111110010001001000100111111101101111110111111110111

Main Diagonal : 0000000000000000000001110110000101000101101001111110110110011011001101010101110111111111101111111111
Lower Diagonal-1 : 000111110111001001101011010111111111011111011111101111111011111101111011111100001011010101101111111-
Lower Diagonal-2 : 00111101100101101111011111100100010101110011100111011011111111111111010101111011010101001100111111--
Lower Diagonal-3 : 0110110101011111111010110101111111011110111111111101101101111110111110111101111111111111110011111---
Lower Diagonal-4 : 110111111100111110110001111100000101110101100111110010100111110011100100111101011011111111000111----

MAGNET bit-vector : 0000000000000000000001010000000000000000000000000000000000000000000000000000000000000000010001000000

12 345



Read : TTTTACTGTTCTCCCTTTGAATACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAATTACGTTTTAAAA 
Reference : TTTTACTGTTCTCCCTTTGAAATGACAATATATCTATATTTCCCTCTGGCTACATTTAAAATTTCCCCTTTATCTGTAATAATCAGTAAATTACCGTTTT

Upper Diagonal-4 : ----110111111100111111110101100001010001011010011111101101100110110011010101011101111111101011000000
Upper Diagonal-3 : ---0110110101011111111111110111111111110010011110111111001000100100010011111110110111111000000110001
Upper Diagonal-2 : --00111101100101101110110000000000000000000000000000000000000000000000000000000000000000010111110011
Upper Diagonal-1 : -000111110111001001100011101111111111100100111101111110010001001000100111111101101111110111111110111

Main Diagonal : 0000000000000000000001110110000101000101101001111110110110011011001101010101110111111111101111111111
Lower Diagonal-1 : 000111110111001001101011010111111111011111011111101111111011111101111011111100001011010101101111111-
Lower Diagonal-2 : 00111101100101101111011111100100010101110011100111011011111111111111010101111011010101001100111111--
Lower Diagonal-3 : 0110110101011111111010110101111111011110111111111101101101111110111110111101111111111111110011111---
Lower Diagonal-4 : 110111111100111110110001111100000101110101100111110010100111110011100100111101011011111111000111----

MAGNET bit-vector : 0000000000000000000001010000000000000000000000000000000000000000000000000000000000000000010001000000

12 345

MAGNET Walkthrough
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Build Neighborhood Map
Identifying E+1 non-overlapping 

subsequences
ACCEPT iff number of ‘1’ ≤ Threshold

• E right-shift registers (length=ReadLength)

• E left-shift registers (length=ReadLength)

• (2E+1) * (ReadLength) 2-XOR operations.

• !"#$ReadLength-bit counter.
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SneakySnake
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SneakySnake
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n Key observation:
q Correct alignment is a sequence of non-overlapping long matches. 

n Key idea:
q Approximate edit distance calculation is similar to optimal path 

finding problem. We greedily find the locally longest subpath
within each subproblem.

n Key result:
q Lightweight and scalable CPU pre-alignment filter.
q SneakySnake eliminates 6x to 412x, 3x to 40x, and 1.1x to 20x, 

on average, more incorrect mappings compared to GateKeeper, 
SLIDER, and MAGNET. 

q SneakySnake accelerates the state-of-the-art read aligners, Edlib
(Bioinformatics’17) and Parasail (BMC Bioinformatics’16), by up to 
77x and 44x, respectively.

q It also reduces the memory footprint by 50%.
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SneakySnake Walkthrough
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Building Unweighted 
Neighborhood Map Finding the Optimal Travel Path Examining the Snake Survival
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On-the-fly Backtracking = print the snake’s path



EVALUATION
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Dataset Description

Accession no. ERR240727_1 SRR826460_1 SRR826471_1
Read length (bp) 100 150 250
No. of reads 4 million 89 million 186 million
HTS Illumina HiSeq 2000 Illumina HiSeq 2000 Illumina HiSeq 2000

48

Accession no. ERR240727_1 SRR826460_1 SRR826471_1

Dataset no. 1 2 3 4 5 6 7 8 9 10 11 12

mrFAST -e 2 3 5 40 4 6 10 70 8 12 15 100

12 different real datasets. Each dataset contains 30 million real sequence pairs.

Low-edit and edit-rich



Computational Complexity

Time Complexity Space 
ComplexityMethod 1 Method 2 Method 3

GateKeeper mA* 5mA m m(A+1)

SLIDER mA 5m(A+1) m m(A+1)

MAGNET 
divide-and-conquer

mA fmA˭ m fm(A+1)+ fm

MAGNET 
iterative

mA mA(E+1) m m(A+1)

SneakySnake
Partitioned Space

WA ≤ T ≤ mA** WA ≤ T < mA+hA¨ 1 mA

SneakySnake
Full Space

mA m ≤ T < mA+ hA 1 mA

Exact Edit 
Distance m2 m 1 mA

49

*A = (2E+1),       **5 ≤ W ≤ m,        ¨0 ≤ h ≤ E,          ˭1 ≤ f ≤ 2



FPGA Resource Analysis

n The computational complexity is proportional to FPGA resource 
usage. 
q The filters that has the least computational complexity occupy the 

least percentage of FPGA resource

50

E # of units Slice LUT Slice Register

SLIDER
2 16 42% 2.60%
5 16 76% 12%

MAGNET
2 8 85% 7%
5 2 83% 6%

GateKeeper
2 16 32% 2%
5 16 45% 2%



Throughput Analysis
n On average, our hardware accelerator provides 170x to 7,000x 

higher throughput compared to their CPU implementations.
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Partitioning SneakySnake’s Neighborhood Map (1/2)
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Partitioning SneakySnake’s Neighborhood Map (2/2)
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Read Length = 100, set_1 to set_4

n SneakySnake-5, on average, reduces its execution time by 
up to 6.6x at the expense of increased false accept rate by 
up to 6x.

n There is a speed/accuracy trade-off in SneakySnake
algorithm.



Partitioning Exact Edit Distance (1/3)

n Smaller sub-matrix 
overlaps entirely with 
the larger one, hence 
we call it prefix edit 
distance.
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Partitioning Exact Edit Distance (2/3)
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Read Length = 100, set_1 to set_4
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Partitioning Exact Edit Distance (3/3)
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Read Length = 250, set_1 to set_4
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n Edlib-50 is, on average, up to 4.5x faster than the original 
Edlib (Bioinformatics’17).

n SneakySnake-5 is, on average, up to 51.5x faster than the 
best performing edit distance algorithm, Edlib.



Filtering Accuracy (1/2)
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Read Length = 100, set_1 to set_4
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Filtering Accuracy (2/2)
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Read Length = 250, set_9 to set_12

n SLIDER eliminates 1.2x to 15x, on average, more incorrect 

mappings compared to GateKeeper and SHD (Bioinformatics’15).

n SneakySnake eliminates, on average, up to 412x, 40x, 6x, 

and 20x more incorrect mappings compared to GateKeeper, 

SLIDER, SneakySnake-5 and MAGNET.

n GateKeeper provides 1x to 11.5x less false accept rate 

compared to SHD (Bioinformatics’15).
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Benefits of Adding Hardware Pre-Alignment Step
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n SLIDER is the best performing lter in terms of both speed 
and accuracy. 

n Integrating SLIDER with aligner does not lead to negative 
effects. 

n Pre-alignment filtering is more effective, in boosting the 
overall performance of the alignment step, than only 
accelerating the dynamic programming algorithms by one 
to two orders of magnitude (depending on the user-dened
edit distance thresholds).



Benefits of Adding CPU Pre-Alignment Step (1/4)
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Read Length = 100, set_1 to set_4, Accelerating Edlib



Benefits of Adding CPU Pre-Alignment Step (2/4)
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Read Length = 250, set_9 to set_12, Accelerating Edlib

n Pre-alignment filtering provides at least an order of 

magnitude speedup over the original Edlib (Bioinformatics’17).

n SneakySnake-5 provides up to 9.2x and 27x more speedup 

than that of Edlib-50 and Edlib(ED), respectively, combined 

with Edlib (path). 

n SneakySnake-5 yields, on average, up to 53x and 77x 

speedup over Edlib (path) for read lengths of 100 bp and 

250 bp, respectively.

n CPU implementation of GateKeeper combined with Edlib

(path) is 1x to 3x faster than SHD combined with the same 

aligner.



Benefits of Adding CPU Pre-Alignment Step (3/4)
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Read Length = 100, set_1 to set_4, Accelerating Parasail
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Benefits of Adding CPU Pre-Alignment Step (4/4)
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Read Length = 250, set_9 to set_12, Accelerating Parasail
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n SneakySnake-5 combined with Parasail (BMC Bioinformatics’16) 

yields, on average, up to 10.8x and 18.8x speedup over 
original Parasail for 100 bp and 250 bp, respectively.

n SneakySnake-5 provides up to 44x and 11x more speedup 
to Parasail than Edlib(ED) and Edlib-50, respectively.

n CPU implementation of GateKeeper combined with Parasail 
is 1x to 1.9x faster than SHD combined with Parasail.



Memory Utilization
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Edlib (Path) Edlib (ED+Path) SneakySnake-5 +Edlib (Path)

5% reduction in 
the memory 
footprint

50% reduction 
in the memory 
footprint



CONCLUSION
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Conclusion (1/2)

n We introduce four new algorithms that function as a pre-
alignment step and aim to filter out most incorrect 
candidate locations. 

n First key idea: provide high filtering accuracy by 
understanding inaccuracy sources and then correctly 
detecting all long matches.

n Second key idea: exploit the massively parallel architecture 
of modern FPGAs for accelerating our filters.

n We develop SneakySnake for commodity desktop and 
server machines, which eliminates the hassle of handling 
hardware complexity.
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Conclusion (2/2)

n Our hardware pre-alignment filters show, on average, 170x 
-7000x speedup over their equivalent CPU implementations.

n Our hardware pre-alignment filters provides 4x to 217x 
speedup to the state-of-the-art aligners, depending on the 
edit distance threshold. 

n SneakySnake eliminates, on average, up to 412x, 40x, and 
20x more incorrect mappings compared to GateKeeper, 
SLIDER, and MAGNET.

n SneakySnake accelerates Edlib (Bioinformatics’17) and Parasail 
(Bioinformatics’16), by up to 77x and 44x, respectively.

n SneakySnake also reduces the memory footprint by 50%.
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Key Conclusion
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Fast and efficient filtering heuristic

Better understanding of its accuracy

Fast aligner without sacrificing its capabilities



Thesis Statement

n Read alignment can be substantially accelerated using 
computationally inexpensive and accurate pre-alignment 
filtering algorithms designed for specialized hardware.

69



Future Directions (1/2)
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n Real-time filtering while Sequencing:

n Integrating our filters with read mapping pipeline.
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Future Directions (2/2)

n Privacy-preserving cloud-enabled pre-alignment filters.

n Improving the accuracy and speed of SneakySnake by
q Penalizing each path according to both its distance from main 

diagonal and the previously selected path.
q GPU/ASIC design and implementation.
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Peer-Reviewed Journal Articles:

n M. Alser, H. Hassan, H. Xin, O. Ergin, O. Mutlu, C. Alkan, "GateKeeper: A New Hardware Architecture for 
Accelerating Pre-Alignment in DNA Short Read Mapping", Bioinformatics, 30 (21), May 31st 2017, DOI: 
10.1093/bioinformatics/btx342. [Ranked 1st in LabWorm.com].

n M. Alser, O. Mutlu, C. Alkan, "Magnet: Understanding and improving the accuracy of genome pre-alignment 
filtering", IPSI Transactions of Internet Research, vol. 13, pp. 33-42, July 2017, 
http://ipsitransactions.org/journals/papers/tir/2017july/p5.pdf.

Posters and Workshops:

n M. Alser, H. Hassan, A. Kumar, O. Mutlu, C. Alkan, "Exploring Speed/Accuracy Trade-offs in Hardware 
Accelerated Pre-Alignment in Genome Analysis”, HPCA2018 Workshop on Accelerator Architecture in 
Computational Biology and Bioinformatics (AACBB), Vienna, Austria, February 24th, 2018. 
https://aacbb-workshop.github.io/

n M. Alser, H. Hassan, H. Xin, O. Ergin, O. Mutlu, C. Alkan, "GateKeeper: A New Hardware Architecture for 
Accelerating Pre-Alignment in DNA Short Read Mapping", Pacific Symposium on Biocomputing (PSB) 

2018, the Big Island of Hawaii, January 3-7, 2018. https://psb.stanford.edu/
Invited Talks:

n "Hardware Acceleration of Read Mapping in Genome Analysis”, Chair for Processor Design (Prof. Akash 

Kumar), CFAED, TU Dresden, Dresden, Germany November 6th 2017.
n "Towards Fast and Accurate FPGA-based Pre-alignment Filtering”, VAST research group (Prof. Jason 

Cong), 4750 Boelter Hall, University of California Los Angeles (UCLA), California, United States, July 21st

2017.
n "Accelerating the understanding of life’s code through better algorithms and hardware design", Flash Talk, 

Computational Genomics Summer Institute (CGSI2017), Best Western Big Bear Chateau, California, 
United States, July 6th 2017. 
https://www.dropbox.com/s/7mz2pgjx1zj33np/2017%20CGSI%20Retreat%20Program.pdf?dl=0.

n "Enabling fast read alignment in genome analysis", Computational Genomics Summer Institute 
(CGSI2016), University of California Los Angeles (UCLA), California, United States, July 27th 2016. 
https://www.youtube.com/watch?v=uIolltnMtE8.

Thesis Related Publications
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Other Contributions
n UCLA - Read Mapping and Classification for Metagenomics 

Profiling.
q IEEE ICCABS 2017 & arXiv 2017

n UCLA - Recent developments in read alignments.
q To be submitted to Nature Biotechnology.

n Bilkent - Privacy-Preserving Genome Analysis.
q DPM 2015  &  PRIVAGEN 2015

n ETH Zurich – GRIM-FILTER using Processing-In-Memory.
q BMC genomics 2018  &  APBC 2018
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Ideal Filtering Algorithm 
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Minimal False 
Accept Rate

Zero False 
Reject Rate

Maximal True 
Reject Rate

Faster Than 
Alignment 
Algorithms

Filter falsely accepted
Aligner all rejected

Filter falsely rejected
Aligner all rejected


