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The Problem

Computing
is Bottlenecked by Data
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Data is Key for AI, ML, Genomics, …

n Important workloads are all data intensive

n They require rapid and efficient processing of large amounts 
of data

n Data is increasing
q We can generate more than we can process
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The Main Memory System

n Main memory is a critical component of all computing 
systems: server, mobile, embedded, desktop, sensor

n Main memory system must scale (in size, technology, 
efficiency, cost, and management algorithms) to maintain 
performance growth and technology scaling benefits
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Processors
and caches

Main Memory Storage (SSD/HDD)
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Main Memory Storage (SSD/HDD)FPGAs



The Main Memory System

n Main memory is a critical component of all computing 
systems: server, mobile, embedded, desktop, sensor

n Main memory system must scale (in size, technology, 
efficiency, cost, and management algorithms) to maintain 
performance growth and technology scaling benefits
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Main Memory Storage (SSD/HDD)GPUs



Memory System: A Shared Resource View
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Storage

Most of the system is dedicated to storing and moving data 



Three Key Systems Trends
1. Data access is a major bottleneck

q Applications are increasingly data hungry

2. Energy consumption is a key limiter

3. Data movement energy dominates compute
q Especially true for off-chip to on-chip movement
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Memory Scaling Issues Were Real
n Onur Mutlu,

"Memory Scaling: A Systems Architecture Perspective"
Proceedings of the 5th International Memory 
Workshop (IMW), Monterey, CA, May 2013. Slides 
(pptx) (pdf)
EETimes Reprint

https://people.inf.ethz.ch/omutlu/pub/memory-scaling_memcon13.pdf

https://people.inf.ethz.ch/omutlu/pub/memory-scaling_imw13.pdf
http://www.ewh.ieee.org/soc/eds/imw/
https://people.inf.ethz.ch/omutlu/pub/mutlu_memory-scaling_imw13_invited-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/mutlu_memory-scaling_imw13_invited-talk.pdf
http://www.eetimes.com/document.asp?doc_id=1280950
https://people.inf.ethz.ch/omutlu/pub/memory-scaling_memcon13.pdf


A Curious Discovery [Kim et al., ISCA 2014]

One can 
predictably induce errors 

in most DRAM memory chips
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Inside a DRAM Chip 

Access	
Transistor

Storage	
Capacitor

Bitline

Wordline

Wordline

Bi
tli
ne

Subarray
(2D	Array	of	DRAM	Cells)

Sense	Amplifiers

DRAM	Module

DRAM	Chips

DRAM	Bank

DRAM	Cells

8

Row	Buffer



DRAM Cell Operation

wordline

bitline

sense	
amplifier

enable

storage
capacitor

access	
transistor

½	VDD

1. ACTIVATE (ACT)

2. READ/WRITE

3. PRECHARGE (PRE)
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1. ACTIVATE (ACT)

2. READ/WRITE

3. PRECHARGE (PRE)

DRAM Cell Operation - ACTIVATE

wordline

bitline

sense	
amplifier

enable

storage
capacitor

access	
transistor

½	VDD1.	Raise	wordline

2.	Capacitor	shares	
charge	with	bitline

4.	Amplify	deviation	
in	the	bitline

+	δ

3.	Enable	
sense	amplifier

VDD

5.	Capacitor	charge	is	restored
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6.	Row	buffer	stores	the	cell	value



1. ACTIVATE (ACT)

2. READ/WRITE

3. PRECHARGE (PRE)

DRAM Cell Operation – READ/WRITE

wordline

bitline

sense	
amplifier

enable

storage
capacitor

access	
transistor

Read/Write	the	value	
latched	in	sense	amplifier
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VDD



1. ACTIVATE (ACT)

2. READ/WRITE

3. PRECHARGE (PRE)

DRAM Cell Operation - PRECHARGE

wordline

bitline

sense	
amplifier

enable

storage
capacitor

access	
transistor

VDD½	VDD 2.	Precharge bitline	for	next	access
1.	Lower	
wordline

3.	Disable
sense	amplifier
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Row of Cells
Row
Row
Row
Row

Wordline

VLOWVHIGH
Victim Row

Victim Row
Hammered Row

Repeatedly reading a row enough times (before memory gets 
refreshed) induces disturbance errors in adjacent rows in 
most real DRAM chips you can buy today

OpenedClosed
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Modern DRAM is Prone to Disturbance Errors

Flipping Bits in Memory Without Accessing Them: An Experimental Study of DRAM 
Disturbance Errors, (Kim et al., ISCA 2014)

http://users.ece.cmu.edu/~omutlu/pub/dram-row-hammer_isca14.pdf


86%
(37/43)

83%
(45/54)

88%
(28/32)

A company B company C company

Up to
1.0×107

errors 

Up to
2.7×106

errors 

Up to
3.3×105

errors 
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Most DRAM Modules Are Vulnerable

Flipping Bits in Memory Without Accessing Them: An Experimental Study of DRAM 
Disturbance Errors, (Kim et al., ISCA 2014)

http://users.ece.cmu.edu/~omutlu/pub/dram-row-hammer_isca14.pdf


19
All modules from 2012–2013	are vulnerable

First
Appearance

Recent DRAM Is More Vulnerable



CPU

loop:
mov (X), %eax
mov (Y), %ebx
clflush (X)  
clflush (Y)
mfence
jmp loop

Download from: https://github.com/CMU-SAFARI/rowhammer

DRAM Module

A Simple Program Can Induce Many Errors

Y

X

https://github.com/CMU-SAFARI/rowhammer
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loop:
mov (X), %eax
mov (Y), %ebx
clflush (X)  
clflush (Y)
mfence
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Y

X

Download from: https://github.com/CMU-SAFARI/rowhammer

DRAM Module

A Simple Program Can Induce Many Errors

https://github.com/CMU-SAFARI/rowhammer


A real reliability & security issue 

CPU Architecture Errors Access-Rate

Intel Haswell (2013) 22.9K 12.3M/sec

Intel Ivy Bridge (2012) 20.7K 11.7M/sec

Intel Sandy Bridge (2011) 16.1K 11.6M/sec

AMD Piledriver (2012) 59 6.1M/sec

24Kim+, “Flipping Bits in Memory Without Accessing Them: An Experimental Study of 
DRAM Disturbance Errors,” ISCA 2014.

Observed Errors in Real Systems



Memory Scaling Issues Are Real
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n Yoongu Kim, Ross Daly, Jeremie Kim, Chris Fallin, Ji Hye Lee, Donghyuk Lee, Chris 
Wilkerson, Konrad Lai, and Onur Mutlu,
"Flipping Bits in Memory Without Accessing Them: An Experimental 
Study of DRAM Disturbance Errors"
Proceedings of the 41st International Symposium on Computer Architecture
(ISCA), Minneapolis, MN, June 2014. 
[Slides (pptx) (pdf)] [Lightning Session Slides (pptx) (pdf)] [Source Code and 
Data] [Lecture Video (1 hr 49 mins), 25 September 2020]
One of the 7 papers of 2012-2017 selected as Top Picks in Hardware and 
Embedded Security for IEEE TCAD (link).

https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_isca14.pdf
http://cag.engr.uconn.edu/isca2014/
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_talk_isca14.pptx
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_talk_isca14.pdf
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_lightning-talk_isca14.pptx
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_lightning-talk_isca14.pdf
https://github.com/CMU-SAFARI/rowhammer
https://www.youtube.com/watch?v=KDy632z23UE
https://wp.nyu.edu/toppicksinhardwaresecurity/


One Can Take Over an Otherwise-Secure System

26

Exploiting the DRAM rowhammer bug to 
gain kernel privileges (Seaborn, 2015)

Flipping Bits in Memory Without Accessing Them: 
An Experimental Study of DRAM Disturbance Errors
(Kim et al., ISCA 2014)

http://googleprojectzero.blogspot.com/2015/03/exploiting-dram-rowhammer-bug-to-gain.html
http://users.ece.cmu.edu/~omutlu/pub/dram-row-hammer_isca14.pdf


RowHammer Security Attack Example
n “Rowhammer” is a problem with some recent DRAM devices in which 

repeatedly accessing a row of memory can cause bit flips in adjacent rows 
(Kim et al., ISCA 2014). 
q Flipping Bits in Memory Without Accessing Them: An Experimental Study of 

DRAM Disturbance Errors (Kim et al., ISCA 2014)

n We tested a selection of laptops and found that a subset of them 
exhibited the problem. 

n We built two working privilege escalation exploits that use this effect. 
q Exploiting the DRAM rowhammer bug to gain kernel privileges (Seaborn+, 2015)

n One exploit uses rowhammer-induced bit flips to gain kernel privileges on 
x86-64 Linux when run as an unprivileged userland process. 

n When run on a machine vulnerable to the rowhammer problem, the 
process was able to induce bit flips in page table entries (PTEs). 

n It was able to use this to gain write access to its own page table, and 
hence gain read-write access to all of physical memory.

27Exploiting the DRAM rowhammer bug to gain kernel privileges (Seaborn & Dullien, 2015)

http://users.ece.cmu.edu/~omutlu/pub/dram-row-hammer_isca14.pdf
http://googleprojectzero.blogspot.com/2015/03/exploiting-dram-rowhammer-bug-to-gain.html
http://googleprojectzero.blogspot.com/2015/03/exploiting-dram-rowhammer-bug-to-gain.html


Security Implications

28



More Security Implications (I)

29
Source: https://lab.dsst.io/32c3-slides/7197.html

Rowhammer.js: A Remote Software-Induced Fault Attack in JavaScript (DIMVA’16)

“We can gain unrestricted access to systems of website visitors.”

https://lab.dsst.io/32c3-slides/7197.html


More Security Implications (II)

30
Source: https://fossbytes.com/drammer-rowhammer-attack-android-root-devices/

Drammer: Deterministic Rowhammer
Attacks on Mobile Platforms, CCS’16 

“Can gain control of a smart phone deterministically”



More Security Implications (III)
n Using an integrated GPU in a mobile system to remotely 

escalate privilege via the WebGL interface. IEEE S&P 2018

31



More Security Implications (IV)
n Rowhammer over RDMA (I) USENIX ATC 2018
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More Security Implications (V)
n Rowhammer over RDMA (II)

33



More Security Implications (VI)
n IEEE S&P 2020



Many Security Implications (VII)
n USENIX Security 2019



Many Security Implications (VIII)
n USENIX Security 2020



The Story of RowHammer Lecture …
n Onur Mutlu,

"The Story of RowHammer"
Keynote Talk at Secure Hardware, Architectures, and Operating Systems 
Workshop (SeHAS), held with HiPEAC 2021 Conference, Virtual, 19 January 2021.
[Slides (pptx) (pdf)]
[Talk Video (1 hr 15 minutes, with Q&A)]

37https://www.youtube.com/watch?v=sgd7PHQQ1AI

https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pptx
https://www.youtube.com/watch?v=JV1uc1kOt04
https://www.hipeac.net/2021/budapest/
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pdf
https://www.youtube.com/watch?v=sgd7PHQQ1AI
https://www.youtube.com/watch?v=sgd7PHQQ1AI


Memory Scaling Issues Are Real
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n Yoongu Kim, Ross Daly, Jeremie Kim, Chris Fallin, Ji Hye Lee, Donghyuk Lee, Chris 
Wilkerson, Konrad Lai, and Onur Mutlu,
"Flipping Bits in Memory Without Accessing Them: An Experimental 
Study of DRAM Disturbance Errors"
Proceedings of the 41st International Symposium on Computer Architecture
(ISCA), Minneapolis, MN, June 2014. 
[Slides (pptx) (pdf)] [Lightning Session Slides (pptx) (pdf)] [Source Code and 
Data] [Lecture Video (1 hr 49 mins), 25 September 2020]
One of the 7 papers of 2012-2017 selected as Top Picks in Hardware and 
Embedded Security for IEEE TCAD (link).

https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_isca14.pdf
http://cag.engr.uconn.edu/isca2014/
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_talk_isca14.pptx
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_talk_isca14.pdf
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_lightning-talk_isca14.pptx
https://people.inf.ethz.ch/omutlu/pub/dram-row-hammer_kim_lightning-talk_isca14.pdf
https://github.com/CMU-SAFARI/rowhammer
https://www.youtube.com/watch?v=KDy632z23UE
https://wp.nyu.edu/toppicksinhardwaresecurity/


Memory Scaling Issues Are Real

39https://people.inf.ethz.ch/omutlu/pub/rowhammer-and-other-memory-issues_date17.pdf

n Onur Mutlu,
"The RowHammer Problem and Other Issues We May Face as 
Memory Becomes Denser"
Invited Paper in Proceedings of the Design, Automation, and Test in 
Europe Conference (DATE), Lausanne, Switzerland, March 2017. 
[Slides (pptx) (pdf)] 

https://people.inf.ethz.ch/omutlu/pub/rowhammer-and-other-memory-issues_date17.pdf
https://people.inf.ethz.ch/omutlu/pub/rowhammer-and-other-memory-issues_date17.pdf
http://www.date-conference.com/
https://people.inf.ethz.ch/omutlu/pub/onur-Rowhammer-Memory-Security_date17-invited-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-Rowhammer-Memory-Security_date17-invited-talk.pdf


Memory Scaling Issues Are Real
n Onur Mutlu and Jeremie Kim,

"RowHammer: A Retrospective"
IEEE Transactions on Computer-Aided Design of Integrated Circuits and 
Systems (TCAD) Special Issue on Top Picks in Hardware and 
Embedded Security, 2019.
[Preliminary arXiv version]
[Slides from COSADE 2019 (pptx)]
[Slides from VLSI-SOC 2020 (pptx) (pdf)]
[Talk Video (1 hr 15 minutes, with Q&A)]
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https://people.inf.ethz.ch/omutlu/pub/RowHammer-Retrospective_ieee_tcad19.pdf
https://ieeexplore.ieee.org/xpl/RecentIssue.jsp?punumber=43
https://arxiv.org/pdf/1904.09724.pdf
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-COSADE-Keynote-April-4-2019.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-VLSI-SOC-October-9-2020.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-VLSI-SOC-October-9-2020.pdf
https://www.youtube.com/watch?v=sgd7PHQQ1AI&list=PL5Q2soXY2Zi8D_5MGV6EnXEJHnV2YFBJl&index=39


RowHammer is Getting Much Worse
n Jeremie S. Kim, Minesh Patel, A. Giray Yaglikci, Hasan Hassan, 

Roknoddin Azizi, Lois Orosa, and Onur Mutlu,
"Revisiting RowHammer: An Experimental Analysis of Modern 
Devices and Mitigation Techniques"
Proceedings of the 47th International Symposium on Computer 
Architecture (ISCA), Valencia, Spain, June 2020.
[Slides (pptx) (pdf)]
[Lightning Talk Slides (pptx) (pdf)]
[Talk Video (20 minutes)]
[Lightning Talk Video (3 minutes)]
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https://people.inf.ethz.ch/omutlu/pub/Revisiting-RowHammer_isca20.pdf
http://iscaconf.org/isca2020/
https://people.inf.ethz.ch/omutlu/pub/Revisiting-RowHammer_isca20-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/Revisiting-RowHammer_isca20-talk.pdf
https://people.inf.ethz.ch/omutlu/pub/Revisiting-RowHammer_isca20-lightning-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/Revisiting-RowHammer_isca20-lightning-talk.pdf
https://youtu.be/Lqxc4_ToMUw
https://youtu.be/wDhqi3f1a3Q
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Key	Takeaways	from	1580	Chips
• Newer	DRAM	chips	are	much	more	vulnerable	to	
RowHammer	(more	bit	flips,	happening	earlier)

• There	are	new	chips	whose	weakest	cells	fail	after	only	
4800	hammers

• Chips	of	newer	DRAM	technology	nodes	can	exhibit	
RowHammer	bit	flips	1)	in	more	rows	and	2)	farther	
away	from	the	victim	row.	

• Existing	mitigation	mechanisms	are	NOT	effective	at	
future	technology	nodes



Industry-Adopted Solutions Do Not Work
n Pietro Frigo, Emanuele Vannacci, Hasan Hassan, Victor van der Veen, Onur Mutlu, 

Cristiano Giuffrida, Herbert Bos, and Kaveh Razavi,
"TRRespass: Exploiting the Many Sides of Target Row Refresh"
Proceedings of the 41st IEEE Symposium on Security and Privacy (S&P), San Francisco, 
CA, USA, May 2020.
[Slides (pptx) (pdf)]
[Lecture Slides (pptx) (pdf)]
[Talk Video (17 minutes)]
[Lecture Video (59 minutes)]
[Source Code]
[Web Article]
Best paper award.
Pwnie Award 2020 for Most Innovative Research. Pwnie Awards 2020
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http://people.inf.ethz.ch/omutlu/pub/rowhammer-TRRespass_ieee_security_privacy20.pdf
https://www.ieee-security.org/TC/SP2020/
http://people.inf.ethz.ch/omutlu/pub/rowhammer-TRRespass_ieee_security_privacy20-talk.pptx
http://people.inf.ethz.ch/omutlu/pub/rowhammer-TRRespass_ieee_security_privacy20-talk.pdf
https://safari.ethz.ch/architecture/fall2020/lib/exe/fetch.php?media=onur-comparch-fall2020-lecture5a-rowhammerin2020-trrespass-afterlecture.pptx
https://safari.ethz.ch/architecture/fall2020/lib/exe/fetch.php?media=onur-comparch-fall2020-lecture5a-rowhammerin2020-trrespass-afterlecture.pdf
https://www.youtube.com/watch?v=u2C0prK-w7Q
https://www.youtube.com/watch?v=pwRw7QqK_qA
https://github.com/vusec/trrespass
https://www.vusec.net/projects/trrespass/
https://pwnies.com/winners/


BlockHammer Solution in 2021
n A. Giray Yaglikci, Minesh Patel, Jeremie S. Kim, Roknoddin Azizi, Ataberk Olgun, 

Lois Orosa, Hasan Hassan, Jisung Park, Konstantinos Kanellopoulos, Taha 
Shahroodi, Saugata Ghose, and Onur Mutlu,
"BlockHammer: Preventing RowHammer at Low Cost by Blacklisting 
Rapidly-Accessed DRAM Rows"
Proceedings of the 27th International Symposium on High-Performance 
Computer Architecture (HPCA), Virtual, February-March 2021.
[Slides (pptx) (pdf)]
[Short Talk Slides (pptx) (pdf)]
[Talk Video (22 minutes)]
[Short Talk Video (7 minutes)]
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https://people.inf.ethz.ch/omutlu/pub/BlockHammer_preventing-DRAM-rowhammer-at-low-cost_hpca21.pdf
https://www.hpca-conf.org/2021/
https://people.inf.ethz.ch/omutlu/pub/BlockHammer-preventing-rowhammer-at-low-cost-by-blacklisting-rapidly-accessed-dram-rows_hpca21-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/BlockHammer-preventing-rowhammer-at-low-cost-by-blacklisting-rapidly-accessed-dram-rows_hpca21-talk.pdf
https://people.inf.ethz.ch/omutlu/pub/BlockHammer-preventing-rowhammer-at-low-cost-by-blacklisting-rapidly-accessed-dram-rows_hpca21-short-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/BlockHammer-preventing-rowhammer-at-low-cost-by-blacklisting-rapidly-accessed-dram-rows_hpca21-short-talk.pdf
https://www.youtube.com/watch?v=cWbW4qoDFds
https://www.youtube.com/watch?v=40SXSKXW5kY
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RowHammer	Solution	Approaches
• More	robust	DRAM	chips	and/or	error-correcting	codes
• Increased	refresh	rate	

• Physical	isolation

• Reactive	refresh

• Proactive	throttling

DRAM Bank

Aggressor Row

Victim Rows

Isolation Rows Large-enough	distance

DRAM BankAggressor Row

Victim rows

RefreshVictim Rows

Refresh

Rapidly	activated	(hammered)

Fewer	activations	possible
in	a	refresh	interval

Fewer	activations	allowed	for	aggressive	applications

Cost, Power, Performance, Complexity



The Story of RowHammer Lecture …
n Onur Mutlu,

"The Story of RowHammer"
Keynote Talk at Secure Hardware, Architectures, and Operating Systems 
Workshop (SeHAS), held with HiPEAC 2021 Conference, Virtual, 19 January 2021.
[Slides (pptx) (pdf)]
[Talk Video (1 hr 15 minutes, with Q&A)]

46https://www.youtube.com/watch?v=sgd7PHQQ1AI

https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pptx
https://www.youtube.com/watch?v=JV1uc1kOt04
https://www.hipeac.net/2021/budapest/
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-RowHammer-SEHAS-Keynote-HiPEAC-January-19-2021-final.pdf
https://www.youtube.com/watch?v=sgd7PHQQ1AI
https://www.youtube.com/watch?v=sgd7PHQQ1AI
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The Need for More Memory Performance

In-Memory Data Analytics 
[Clapp+ (Intel), IISWC’15;  
Awan+, BDCloud’15]

Datacenter Workloads 
[Kanev+ (Google), ISCA’15]

In-memory Databases 
[Mao+, EuroSys’12; 
Clapp+ (Intel), IISWC’15]

Graph/Tree Processing 
[Xu+, IISWC’12; Umuroglu+, FPL’15]



DRAM Latency Is Critical for Performance

In-Memory Data Analytics 
[Clapp+ (Intel), IISWC’15;  
Awan+, BDCloud’15]

Datacenter Workloads 
[Kanev+ (Google), ISCA’15]

In-memory Databases 
[Mao+, EuroSys’12; 
Clapp+ (Intel), IISWC’15]

Graph/Tree Processing 
[Xu+, IISWC’12; Umuroglu+, FPL’15]

Long memory latency → performance bottleneck



The Energy Perspective

50

Dally, HiPEAC 2015



Data Movement vs. Computation Energy

51

Dally, HiPEAC 2015

A memory access consumes ~1000X 
the energy of a complex addition 



The Performance Perspective (1996-2005)

n “It’s the Memory, Stupid!” (Richard Sites, MPR, 1996)

Mutlu+, “Runahead Execution: An Alternative to Very Large Instruction Windows for Out-of-Order Processors,” HPCA 2003.



The Performance Perspective (Today)
n All of Google’s Data Center Workloads (2015): 

53Kanev+, “Profiling a Warehouse-Scale Computer,” ISCA 2015.



The Problem

Data access is the major performance and energy bottleneck

Our current
design principles 

cause great energy waste
(and great performance loss)

54



The Problem

Processing of data 
is performed 

far away from the data

55



A Computing System
n Three key components
n Computation 
n Communication
n Storage/memory

56

Burks, Goldstein, von Neumann, “Preliminary discussion of the
logical design of an electronic computing instrument,” 1946.

Image source: https://lbsitbytes2010.wordpress.com/2013/03/29/john-von-neumann-roll-no-15/



A Computing System
n Three key components
n Computation 
n Communication
n Storage/memory

57

Burks, Goldstein, von Neumann, “Preliminary discussion of the
logical design of an electronic computing instrument,” 1946.

Image source: https://lbsitbytes2010.wordpress.com/2013/03/29/john-von-neumann-roll-no-15/



Yet …
n “It’s the Memory, Stupid!” (Richard Sites, MPR, 1996)

Mutlu+, “Runahead Execution: An Alternative to Very Large Instruction Windows for Out-of-Order Processors,” HPCA 2003.



Perils of Processor-Centric Design
n Grossly-imbalanced systems

q Processing done only in one place
q Everything else just stores and moves data: data moves a lot
à Energy inefficient 
à Low performance
à Complex

n Overly complex and bloated processor (and accelerators)
q To tolerate data access from memory
q Complex hierarchies and mechanisms 
à Energy inefficient 
à Low performance
à Complex

59



q Comprises 41% of mobile system energy during web browsing*

q Costs 115x as much energy as an ADD operation**

Data Movement in Computing Systems
n Data movement dominates performance and is a major 

system energy bottleneck

60

*Reducing data Movement Energy via Online Data Clustering and Encoding (MICRO’16)
**Quantifying the energy cost of data movement for emerging smart phone workloads on mobile platforms (IISWC’14)

DRAM

Data Movement

GPU

CPUCPU

SoC

L2

Video 
Decoder

Video 
Encoder Audio Display 

Engine

Processing-In-Memory proposes computing where it 
makes sense (where data resides)

Compute systems should be more data-centric



Energy Waste in Mobile Devices
n Amirali Boroumand, Saugata Ghose, Youngsok Kim, Rachata Ausavarungnirun, Eric Shiu, Rahul 

Thakur, Daehyun Kim, Aki Kuusela, Allan Knies, Parthasarathy Ranganathan, and Onur Mutlu,
"Google Workloads for Consumer Devices: Mitigating Data Movement Bottlenecks"
Proceedings of the 23rd International Conference on Architectural Support for Programming 
Languages and Operating Systems (ASPLOS), Williamsburg, VA, USA, March 2018.
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62.7% of the total system energy 
is spent on data movement

https://people.inf.ethz.ch/omutlu/pub/Google-consumer-workloads-data-movement-and-PIM_asplos18.pdf
https://www.asplos2018.org/


We Need A Paradigm Shift To …

n Enable computation with minimal data movement

n Compute where it makes sense (where data resides)

n Make computing architectures more data-centric
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n Kautz, “Cellular Logic-in-Memory Arrays”, IEEE TC 1969

A +50-Year-Old Paradigm

https://doi.org/10.1109/T-C.1969.222754 63

https://doi.org/10.1109/T-C.1969.222754


Processing in/near Memory: An Old Idea

n Stone, “A Logic-in-Memory Computer,” IEEE TC 1970

64https://doi.org/10.1109/TC.1970.5008902
https://people.inf.ethz.ch/omutlu/pub/onur-MiM-Talk-IntelligentArchitecturesForIntelligentMachines-May-3-2021.pptx

https://doi.org/10.1109/TC.1970.5008902
https://people.inf.ethz.ch/omutlu/pub/onur-MiM-Talk-IntelligentArchitecturesForIntelligentMachines-May-3-2021.pptx


Why In-Memory Computation Today?

n Pull from systems/applications for data-centric execution
n It can be practical today

q 3D-stacked memories combine logic and memory functionality 
(relatively) tightly + industry open to new architectures
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Challenge and Opportunity for Future

High Performance
and

Energy Efficiency

66



Goal: Processing Inside Memory

n Many questions… How do we design the:
q compute-capable memory & controllers?
q processor chip?
q software and hardware interfaces?
q system software and languages?
q algorithms?

Cache

Processor
Core

Interconnect

Memory Database

Graphs

Media 
Query

Results

Micro-architecture
SW/HW Interface

Program/Language
Algorithm
Problem

Logic
Devices

System Software

Electrons



Processing In-Memory (PIM)
n Near-Data Processing or Processing In-Memory (PIM)

q Move computation closer to where the data resides

CPU

MC

...

PIM

CPU

MC

...

PIM
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Logic layer 
3D stacked DRAM

Memory module 
(DIMM)

Memory controller



Possible Designs

Cache

PIM Core

Low Power 
Core

Fixed-Function 
Accelerators 

PIM-Accelerator  1

PIM-Accelerator N

… Reconfigurable 
Accelerator

Reconfigurable 
Logic

69

n Fixed-function units
n Reconfigurable architectures

q FPGAs, CGRA
n General-purpose programmable cores

q E.g., ARM Cortex R-8, ARM Cortex A-35 (+SIMD units)
q Possibility of running any workload

n Processing-using-memory: 
q Ambit: In-DRAM bulk bitwise operations (Seshadri+, MICRO’17)
q SIMDRAM: End-to-end framework for SIMD in DRAM (Hajinazar+, ASPLOS’21)

Analog 
Operations 

in DRAM

Ambit/
SIMDRAM



UPMEM Processing-in-DRAM Engine (2019)

70

n Processing in DRAM Engine 
n Includes standard DIMM modules, with a large 

number of DPU processors combined with DRAM chips.

n Replaces standard DIMMs
q DDR4 R-DIMM modules

n 8GB+128 DPUs (16 PIM chips)
n Standard 2x-nm DRAM process

q Large amounts of compute & memory bandwidth

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/

CPU
(x86, ARM, RV…)

DDR
Data bus

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/


2,560-DPU Processing-in-Memory System
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71https://arxiv.org/pdf/2105.03814.pdf

https://arxiv.org/pdf/2105.03814.pdf
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https://ethz.ch/en/industry/industry
/news/data/2022/03/mehr-daten-
schneller-und-energiesparender-
verarbeiten.html

https://ethz.ch/en/industry/industry/news/data/2022/03/mehr-daten-schneller-und-energiesparender-verarbeiten.html


Experimental Analysis of the UPMEM PIM Engine

https://arxiv.org/pdf/2105.03814.pdf 73

https://arxiv.org/pdf/2105.03814.pdf


UPMEM PIM System Summary
n Juan Gomez-Luna, Izzat El Hajj, Ivan Fernandez, Christina Giannoula, Geraldo 

F. Oliveira, and Onur Mutlu,
"Benchmarking Memory-Centric Computing Systems: Analysis of Real 
Processing-in-Memory Hardware"
Invited Paper at Workshop on Computing with Unconventional 
Technologies (CUT), Virtual, October 2021.
[arXiv version]
[PrIM Benchmarks Source Code]
[Slides (pptx) (pdf)]
[Talk Video (37 minutes)]
[Lightning Talk Video (3 minutes)]
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https://people.inf.ethz.ch/omutlu/pub/Benchmarking-Memory-Centric-Computing-Systems_cut21.pdf
https://sites.google.com/umn.edu/cut-2021/home
https://arxiv.org/abs/2110.01709
https://github.com/CMU-SAFARI/prim-benchmarks
https://people.inf.ethz.ch/omutlu/pub/Benchmarking-Memory-Centric-Computing-Systems_cut21-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/Benchmarking-Memory-Centric-Computing-Systems_cut21-talk.pdf
https://www.youtube.com/watch?v=nphV36SrysA&list=PL5Q2soXY2Zi8D_5MGV6EnXEJHnV2YFBJl&index=65
https://www.youtube.com/watch?v=SrFD_u46EDA&list=PL5Q2soXY2Zi8_VVChACnON4sfh2bJ5IrD&index=152


Understanding a Modern PIM Architecture

75https://www.youtube.com/watch?v=D8Hjy2iU9l4&list=PL5Q2soXY2Zi_tOTAYm--dYByNPL7JhwR9

https://www.youtube.com/watch?v=D8Hjy2iU9l4&list=PL5Q2soXY2Zi_tOTAYm--dYByNPL7JhwR9


Samsung Function-in-Memory DRAM (2021)

76https://news.samsung.com/global/samsung-develops-industrys-first-high-bandwidth-memory-with-ai-processing-power

https://news.samsung.com/global/samsung-develops-industrys-first-high-bandwidth-memory-with-ai-processing-power


Samsung Function-in-Memory DRAM (2021)
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Samsung Function-in-Memory DRAM (2021)
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Samsung AxDIMM (2021)
n DIMM-based PIM

q DLRM recommendation system

79

Baseline System

AxDIMM System

Ke et al. "Near-Memory Processing in Action: Accelerating Personalized Recommendation with AxDIMM", IEEE Micro (2021)



SK Hynix Accelerator-in-Memory (2022)

80https://news.skhynix.com/sk-hynix-develops-pim-next-generation-ai-accelerator/

https://news.skhynix.com/sk-hynix-develops-pim-next-generation-ai-accelerator/


Two PIM Approaches

Onur Mutlu, Saugata Ghose, Juan Gomez-Luna, 
and Rachata Ausavarungnirun,
"A Modern Primer on Processing in 
Memory"
Invited Book Chapter in Emerging 
Computing: From Devices to Systems -
Looking Beyond Moore and Von Neumann, 
Springer, to be published in 2021.
[Tutorial Video on "Memory-Centric Computing 
Systems" (1 hour 51 minutes)]

81https://people.inf.ethz.ch/omutlu/pub/ModernPrimerOnPIM_springer-emerging-computing-bookchapter21.pdf

https://people.inf.ethz.ch/omutlu/pub/ModernPrimerOnPIM_springer-emerging-computing-bookchapter21.pdf
https://people.inf.ethz.ch/omutlu/projects.htm
https://www.youtube.com/watch?v=H3sEaINPBOE
https://people.inf.ethz.ch/omutlu/pub/ModernPrimerOnPIM_springer-emerging-computing-bookchapter21.pdf


Processing in Memory:
Two Approaches

1. Processing using Memory
2. Processing near Memory

82



Agenda

n Major Trends Affecting Memory

n Processing in Memory: Two Directions
q Processing-using-Memory (PuM)

n Minimally Changing Memory Chips

q Processing-near-Memory (PnM)
n Exploiting 3D-Stacked Memory
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Approach 1: Minimally Changing DRAM
n DRAM has great capability to perform bulk data movement and 

computation internally with small changes
q Can exploit internal bandwidth to move data
q Can exploit analog computation capability
q …

n Examples: RowClone, In-DRAM AND/OR, Gather/Scatter DRAM
q RowClone: Fast and Efficient In-DRAM Copy and Initialization of Bulk Data

(Seshadri et al., MICRO 2013)
q Fast Bulk Bitwise AND and OR in DRAM (Seshadri et al., IEEE CAL 2015)
q Gather-Scatter DRAM: In-DRAM Address Translation to Improve the Spatial 

Locality of Non-unit Strided Accesses (Seshadri et al., MICRO 2015)
q "Ambit: In-Memory Accelerator for Bulk Bitwise Operations Using Commodity 

DRAM Technology” (Seshadri et al., MICRO 2017)
q "SIMDRAM: An End-to-End Framework for Bit-Serial SIMD Computing in DRAM”

(Hajinazar et al., ASPLOS 2021)
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http://users.ece.cmu.edu/~omutlu/pub/rowclone_micro13.pdf
http://users.ece.cmu.edu/~omutlu/pub/in-DRAM-bulk-AND-OR-ieee_cal15.pdf
https://users.ece.cmu.edu/~omutlu/pub/GSDRAM-gather-scatter-dram_micro15.pdf
https://people.inf.ethz.ch/omutlu/pub/ambit-bulk-bitwise-dram_micro17.pdf
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21.pdf


RowClone:
In-Memory Copy and Initialization



Starting Simple: Data Copy and Initialization
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Forking

00000
00000
00000

Zero initialization
(e.g., security)

VM Cloning
Deduplication

Checkpointing

Page Migration
Many more

memmove & memcpy: 5% cycles in Google’s datacenter [Kanev+ ISCA’15]



Today’s Systems: Bulk Data Copy

Memory

MCL3L2L1CPU

1) High latency

2) High bandwidth utilization

3) Cache pollution

4) Unwanted data movement

1046ns, 3.6uJ    (for 4KB page copy via DMA)
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Future Systems: In-Memory Copy

Memory

MCL3L2L1CPU

1) Low latency

2) Low bandwidth utilization

3) No cache pollution

4) No unwanted data movement

1046ns, 3.6uJ à 90ns, 0.04uJ
88



RowClone: In-DRAM Row Copy

Row Buffer (4 Kbytes)

Data Bus

8 bits

DRAM subarray

4 Kbytes

Step 1: Activate row A

Transfer 
row

Step 2: Activate row B

Transfer
row

Negligible HW cost
Idea: Two consecutive ACTivates



RowClone: Latency and Energy Savings

Seshadri et al., “RowClone: Fast and Efficient In-DRAM Copy and 
Initialization of Bulk Data,” MICRO 2013.
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More on RowClone
n Vivek Seshadri, Yoongu Kim, Chris Fallin, Donghyuk Lee, Rachata

Ausavarungnirun, Gennady Pekhimenko, Yixin Luo, Onur Mutlu, Michael A. 
Kozuch, Phillip B. Gibbons, and Todd C. Mowry,
"RowClone: Fast and Energy-Efficient In-DRAM Bulk Data Copy and 
Initialization"
Proceedings of the 46th International Symposium on Microarchitecture
(MICRO), Davis, CA, December 2013. [Slides (pptx) (pdf)] [Lightning Session 
Slides (pptx) (pdf)] [Poster (pptx) (pdf)] 
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http://users.ece.cmu.edu/~omutlu/pub/rowclone_micro13.pdf
http://www.microarch.org/micro46/
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13-talk.pptx
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13-talk.pdf
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13_lightning-talk.pptx
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13_lightning-talk.pdf
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13-poster.pptx
http://users.ece.cmu.edu/~omutlu/pub/rowclone_seshadri_micro13-poster.pdf


RowClone Demonstration in Real DRAM Chips

92https://parallel.princeton.edu/papers/micro19-gao.pdf

https://parallel.princeton.edu/papers/micro19-gao.pdf


Improvements on RowClone
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RowClone Extensions and Follow-Up Work
n Can we do faster inter-subarray copy?

q Yes, see LISA [Chang et al., HPCA 2016]

n Can we enable data movement at smaller granularities 
within a bank?
q Yes, see FIGARO [Wang et al., MICRO 2020]

n Can we do better inter-bank copy?
q Yes, see Network-on-Memory [CAL 2020]

n Can similar ideas and DRAM properties be used to perform 
computation on data?
q Yes, see Ambit [Seshadri et al., CAL 2015, MICRO 2017]
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LISA: Increasing Connectivity in DRAM
n Kevin K. Chang, Prashant J. Nair, Saugata Ghose, Donghyuk Lee, 

Moinuddin K. Qureshi, and Onur Mutlu,
"Low-Cost Inter-Linked Subarrays (LISA): Enabling Fast 
Inter-Subarray Data Movement in DRAM"
Proceedings of the 22nd International Symposium on High-
Performance Computer Architecture (HPCA), Barcelona, Spain, 
March 2016. 
[Slides (pptx) (pdf)] 
[Source Code] 
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https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_hpca16.pdf
http://hpca22.site.ac.upc.edu/
https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_kevinchang_hpca16-talk.pptx
https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_kevinchang_hpca16-talk.pdf
https://github.com/CMU-SAFARI/RamulatorSharp


Moving Data Inside DRAM?
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DRAM 
cell

Subarray 1
Subarray 2
Subarray 3

Subarray N

…

Internal 
Data Bus (64b)

8Kb
512
rows

Bank

Bank

Bank

Bank

DRAM

…

Low connectivity in DRAM is the fundamental 
bottleneck for bulk data movement

Goal: Provide a new substrate to enable 
wide connectivity between subarrays



Key Idea and Applications
• Low-cost Inter-linked subarrays (LISA)

– Fast bulk data movement between subarrays
– Wide datapath via isolation transistors: 0.8% DRAM chip area

• LISA is a versatile substrate → new applications
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Subarray 1

Subarray 2
…

Fast bulk data copy: Copy latency 1.363ms→0.148ms	(9.2x)
→	66% speedup, -55% DRAM energy

In-DRAM caching: Hot data access latency 48.7ns→21.5ns	(2.2x)
→	5% speedup

Fast precharge: Precharge latency 13.1ns→5.0ns	(2.6x)
→	8% speedup



More on LISA
n Kevin K. Chang, Prashant J. Nair, Saugata Ghose, Donghyuk Lee, 

Moinuddin K. Qureshi, and Onur Mutlu,
"Low-Cost Inter-Linked Subarrays (LISA): Enabling Fast 
Inter-Subarray Data Movement in DRAM"
Proceedings of the 22nd International Symposium on High-
Performance Computer Architecture (HPCA), Barcelona, Spain, 
March 2016. 
[Slides (pptx) (pdf)] 
[Source Code] 
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https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_hpca16.pdf
http://hpca22.site.ac.upc.edu/
https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_kevinchang_hpca16-talk.pptx
https://users.ece.cmu.edu/~omutlu/pub/lisa-dram_kevinchang_hpca16-talk.pdf
https://github.com/CMU-SAFARI/RamulatorSharp


FIGARO: Fine-Grained In-DRAM Copy
n Yaohua Wang, Lois Orosa, Xiangjun Peng, Yang Guo, Saugata Ghose, 

Minesh Patel, Jeremie S. Kim, Juan Gómez Luna, Mohammad 
Sadrosadati, Nika Mansouri Ghiasi, and Onur Mutlu,
"FIGARO: Improving System Performance via Fine-Grained In-
DRAM Data Relocation and Caching"
Proceedings of the 53rd International Symposium on 
Microarchitecture (MICRO), Virtual, October 2020.
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https://people.inf.ethz.ch/omutlu/pub/FIGARO-fine-grained-in-DRAM-data-relocation-and-caching_micro20.pdf
http://www.microarch.org/micro53/


Network-On-Memory: Fast Inter-Bank Copy
n Seyyed Hossein SeyyedAghaei Rezaei, Mehdi Modarressi, Rachata

Ausavarungnirun, Mohammad Sadrosadati, Onur Mutlu, and Masoud 
Daneshtalab,
"NoM: Network-on-Memory for Inter-Bank Data Transfer in 
Highly-Banked Memories"
IEEE Computer Architecture Letters (CAL), to appear in 2020.
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https://people.inf.ethz.ch/omutlu/pub/network-on-memory-data-copy_ieee-cal20.pdf
http://www.computer.org/web/cal


Ambit:
In-Memory Bulk Bitwise Operations



In-Memory Bulk Bitwise Operations
n We can support in-DRAM COPY, ZERO, AND, OR, NOT, MAJ
n At low cost

n Using analog computation capability of DRAM
q Idea: activating multiple rows performs computation

n 30-60X performance and energy improvement
q Seshadri+, “Ambit: In-Memory Accelerator for Bulk Bitwise Operations 

Using Commodity DRAM Technology,” MICRO 2017.

102



In-DRAM AND/OR: Triple Row Activation
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½VDD

½VDD

dis

A

B

C

Final State
AB + BC + AC

½VDD+δ

C(A + B) + 
~C(AB)en

0

VDD

Seshadri+, “Fast Bulk Bitwise AND and OR in DRAM”, IEEE CAL 2015.



In-DRAM Bulk Bitwise AND/OR Operation
n BULKAND A, B à C 
n Semantics: Perform a bitwise AND of two rows A and B and 

store the result in row C

n R0 – reserved zero row, R1 – reserved one row
n D1, D2, D3 – Designated rows for triple activation

1. RowClone  A  into  D1
2. RowClone  B  into  D2
3. RowClone  R0  into  D3
4. ACTIVATE  D1,D2,D3
5. RowClone  Result  into  C
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More on In-DRAM Bulk AND/OR
n Vivek Seshadri, Kevin Hsieh, Amirali Boroumand, Donghyuk 

Lee, Michael A. Kozuch, Onur Mutlu, Phillip B. Gibbons, and 
Todd C. Mowry,
"Fast Bulk Bitwise AND and OR in DRAM"
IEEE Computer Architecture Letters (CAL), April 2015. 

105

http://users.ece.cmu.edu/~omutlu/pub/in-DRAM-bulk-AND-OR-ieee_cal15.pdf
http://www.computer.org/web/cal


In-DRAM NOT: Dual Contact Cell
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Seshadri+, “Ambit: In-Memory Accelerator for Bulk Bitwise Operations using Commodity DRAM Technology,” MICRO 2017.

Idea: 
Feed the 

negated value 
in the sense amplifier

into a special row



In-DRAM NOT Operation
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Seshadri+, “Ambit: In-Memory Accelerator for Bulk Bitwise Operations using Commodity DRAM Technology,” MICRO 2017.



Performance: In-DRAM Bitwise Operations
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Energy of In-DRAM Bitwise Operations
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Seshadri+, “Ambit: In-Memory Accelerator for Bulk Bitwise Operations using Commodity DRAM Technology,” MICRO 2017.



Example Data Structure: Bitmap Index

n Alternative to B-tree and its variants
n Efficient for performing range queries and joins
n Many bitwise operations to perform a query
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Performance: Bitmap Index on Ambit
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Seshadri+, “Ambit: In-Memory Accelerator for Bulk Bitwise Operations using Commodity DRAM Technology,” MICRO 2017.



More on Ambit

n Vivek Seshadri et al., “Ambit: In-Memory Accelerator 
for Bulk Bitwise Operations Using Commodity DRAM 
Technology,” MICRO 2017.

112

https://people.inf.ethz.ch/omutlu/pub/ambit-bulk-bitwise-dram_micro17.pdf


SIMDRAM Framework
n Nastaran Hajinazar, Geraldo F. Oliveira, Sven Gregorio, Joao Dinis Ferreira, Nika Mansouri 

Ghiasi, Minesh Patel, Mohammed Alser, Saugata Ghose, Juan Gomez-Luna, and Onur Mutlu,
"SIMDRAM: An End-to-End Framework for Bit-Serial SIMD Computing in DRAM"
Proceedings of the 26th International Conference on Architectural Support for Programming 
Languages and Operating Systems (ASPLOS), Virtual, March-April 2021.
[2-page Extended Abstract]
[Short Talk Slides (pptx) (pdf)]
[Talk Slides (pptx) (pdf)]
[Short Talk Video (5 mins)]
[Full Talk Video (27 mins)]
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https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21.pdf
https://asplos-conference.org/
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-extended-abstract.pdf
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-short-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-short-talk.pdf
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-talk.pdf
https://www.youtube.com/watch?v=g0fE1c7w0xk&list=PL5Q2soXY2Zi8_VVChACnON4sfh2bJ5IrD&index=115
https://www.youtube.com/watch?v=bas9U7djW_8&list=PL5Q2soXY2Zi8_VVChACnON4sfh2bJ5IrD&index=116


SIMDRAM	Key	Idea	

• SIMDRAM:	An	end-to-end	processing-using-DRAM	
framework	that	provides	the	programming	interface,	the	
ISA,	and	the	hardware support for:

- Efficiently computing	complex operations	in	DRAM

- Providing	the	ability	to	implement	arbitrary operations	as	
required

- Using	an	in-DRAM	massively-parallel	SIMD	substrate that	
requires	minimal changes	to	DRAM	architecture
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SIMDRAM:	PuM Substrate
• SIMDRAM	framework	is	built	around	a	DRAM	substrate	
that	enables	two	techniques:

(1)	Vertical	data	layout

4-
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most	significant	bit	(MSB)

least	significant	bit	(LSB)

A

B Cout

Cin

MAJ

(2)	Majority-based	computation

Pros compared	to	the	
conventional horizontal	layout:

• Implicit	shift	operation
• Massive	parallelism

Cout=	AB	+	ACin +	BCin

Pros compared	to AND/OR/NOT-
based	computation:

• Higher	performance
• Higher	throughput
• Lower	energy	consumption 115



SIMDRAM	Output

Instruction	result	
in	memory

Step	3:	Execution	according	to	µProgram

Memory	Controller

User	Input

SIMDRAM-enabled	application

SIMDRAM	Framework:	Overview	

ACT/PRE

ACT/PRE

ACT/PRE

ACT/ACT/PRE

done

SIMDRAM	OutputUser	Input

AND/OR/NOT	logic

Desired	operation

Main	memory

ISA
bbop_new

New	SIMDRAM	
instruction

Step	2:	Generate	
sequence	of	

DRAM	commands

foo () {

bbop_new

} 
Control	Unit AC

T/
PR
E

ACT/PRE

ACT/PRE

ACT/PRE

ACT/PRE/PRE

done

MAJ

MAJ/NOT	logic

Step	1:	Generate	
MAJ	logic

𝜇Program

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

New	SIMDRAM	𝜇Program

𝜇Program
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SIMDRAM	Output

Instruction	result	
in	memory

Step	3:	Execution	according	to	µProgram

Memory	Controller

User	Input

SIMDRAM-enabled	application

SIMDRAM	Framework:	Step	1	

ACT/PRE

ACT/PRE

ACT/PRE

ACT/ACT/PRE

done

SIMDRAM	OutputUser	Input

AND/OR/NOT	logic

Desired	operation

Main	memory

ISA
bbop_new

New	SIMDRAM	
instruction

Step	2:	Generate	
sequence	of	

DRAM	commands

foo () {

bbop_new

} 
Control	Unit AC

T/
PR
E

ACT/PRE

ACT/PRE

ACT/PRE

ACT/PRE/PRE

done

MAJ

MAJ/NOT	logic

Step	1:	Generate	
MAJ	logic

𝜇Program

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

New	SIMDRAM	𝜇Program

𝜇Program
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Step	1:	Naïve	MAJ/NOT	Implementation

A

B

Cin

Cout
Part	1

MAJ
0

B

Cin

CoutMAJ MAJ
MAJ

A

0
1

1

A

B
C

A

B
C

output	is	“1”	only	when	A	=	B	=	“1”

output	is	“0”	only	when	A	=	B	=	“0”

Naïvely converting	AND/OR/NOT-implementation to	
MAJ/NOT-implementation	leads	to	an	unoptimized	circuit

MAJ
A
B C
0

MAJ
A
B C
1
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Step	1:	Efficient	MAJ/NOT	Implementation

Part	2

Step	1	generates	an optimized
MAJ/NOT-implementation	of	the	desired	operation

A

B Cout

Cin

MAJ

Greedy	
optimization
algorithm4

4 L.	Amarù et	al,	“Majority-Inverter	Graph:	A	Novel	Data-Structure	and	Algorithms	for	Efficient	Logic	Optimization”,	DAC,	2014.

MAJ
0

B

Cin

CoutMAJ MAJ
MAJ

A

0
1

1
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SIMDRAM	Output

Instruction	result	
in	memory

Step	3:	Execution	according	to	µProgram

Memory	Controller

User	Input

SIMDRAM-enabled	application

SIMDRAM	Framework:	Step	2	

ACT/PRE

ACT/PRE

ACT/PRE

ACT/ACT/PRE

done

SIMDRAM	OutputUser	Input

AND/OR/NOT	logic

Desired	operation

Main	memory

ISA
bbop_new

New	SIMDRAM	
instruction

Step	2:	Generate	
sequence	of	

DRAM	commands

foo () {

bbop_new

} 
Control	Unit AC

T/
PR
E

ACT/PRE

ACT/PRE

ACT/PRE

ACT/PRE/PRE

done

MAJ

MAJ/NOT	logic

Step	1:	Generate	
MAJ	logic

𝝁Program

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

New	SIMDRAM	𝜇Program

𝜇Program
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Step	2:	µProgram	Generation

• µProgram:	A	series	of	microarchitectural	operations	
(e.g.,	ACT/PRE)	that	SIMDRAM	uses	to	execute SIMDRAM	
operation	in	DRAM

• Goal	of	Step	2:	To generate the µProgram	that	executes
the	desired	SIMDRAM	operation	in	DRAM	

Task	1:	Allocate	DRAM	rows	to	the	operands

Task	2:	Generate	µProgram
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Step	2:	µProgram	Generation

• µProgram:	A	series	of	microarchitectural	operations	
(e.g.,	ACT/PRE)	that	SIMDRAM	uses	to	execute SIMDRAM	
operation	in	DRAM

• Goal	of	Step	2:	To generate the µProgram	that	executes	
the	desired	SIMDRAM	operation	in	DRAM	

Task	1:	Allocate	DRAM	rows	to	the	operands

Task	2:	Generate	µProgram
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Task	1:	Allocating	DRAM	Rows	to	Operands

0 0 0 0 0 0 0 0 0 0 0 0 0 0

1 1 1 1 1 1 1 1 1 1 1 1 1 1
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r	

ro
w
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er

Co
m
pu
te

Ro
w
	d
ec
od
er

subarray	organization

Constraint	1:	
Limited number	of	rows	
reserved	for	computation

• Allocation	algorithm considers	two	constraints	specific	to	
processing-using-DRAM

Compute
rows
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Task	1:	Allocating	DRAM	Rows	to	Operands

0 0 0 0 0 0 0 0 0 0 0 0 0 0

1 1 1 1 1 1 1 1 1 1 1 1 1 1

re
gu
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r	

ro
w
	d
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od
er

Co
m
pu
te

Ro
w
	d
ec
od
er

subarray	organization

Constraint	2:	
Destructive behavior	
of	triple-row	activation

Overwritten	
with	MAJ	output

• Allocation	algorithm considers	two	constraints	specific	to	
processing-using-DRAM
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A
B Cout
Cin

MAJ

Allocation	
algorithm

0 0 0 0 0 0 0 0 0 0 0 0 0

1 1 1 1 1 1 1 1 1 1 1 1 1

Task	1:	Allocating	DRAM	Rows	to	Operands
• Allocation	algorithm:

Triple-row	
activation

Cout
Cout
Cout

• Assigns	as	many	inputs	as	the	number	of	free	compute	rows
• All	three input	rows	contain	the	MAJ	output	and	can	be	reused
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Step	2:	µProgram	Generation

• µProgram:	A	series	of	microarchitectural	operations	
(e.g.,	ACT/PRE)	that	SIMDRAM	uses	to	execute SIMDRAM	
operation	in	DRAM

• Goal	of	Step	2:	To generate the µProgram	that	executes	
the	desired	SIMDRAM	operation	in	DRAM	

Task	1:	Allocate	DRAM	rows	to	the	operands

Task	2:	Generate	µProgram
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Task	2:	Generate	an	initial	µProgram

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

1.	Copy	A	to	reserved	row	
(ACT/ACT/PRE)

2.	Copy	B	to	reserved	row	
(ACT/ACT/PRE)

3.	Copy	Cin to	reserved	row
(ACT/ACT/PRE)

4.	Execute	MAJ	
(ACT/PRE)

5.	Copy	Cout to	destination	row
(ACT/PRE)		

Initial	µProgram	
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Task	2:	Optimize	the	µProgram

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

1.	Copy A	to	reserved	row	
(ACT/ACT/PRE)

2.	Copy	B	to	reserved	row	
(ACT/ACT/PRE)

3.	Copy	Cin to	reserved	row
(ACT/ACT/PRE)

4.	Execute	MAJ	
(ACT/PRE)

5.	Copy	Cout to	destination	row
(ACT/PRE)		

Initial	µProgram	

2.	Optimize
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Task	2:	Optimize	the	µProgram

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

1.	Copy A	to	reserved	row	
(ACT/ACT/PRE)

2.	Copy B	to	reserved	row	
(ACT/ACT/PRE)

3.	Copy Cin to	reserved	row
(ACT/ACT/PRE)

4.	Execute	MAJ	
(ACT/PRE)

5.	Copy	Cout to	destination	row
(ACT/PRE)		

Coalesce
row	copies

Initial	µProgram	

2.	Optimize
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Task	2:	Optimize	the	µProgram

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

1.	Copy	A	to	reserved	row	
(ACT/ACT/PRE)

2.	Copy	B	to	reserved	row	
(ACT/ACT/PRE)

3.	Copy	Cin to	reserved	row
(ACT/ACT/PRE)

4.	Execute	MAJ
(ACT/PRE)

5.	Copy Cout to	destination	row
(ACT/PRE)		

Merge
MAJ	+	row	copy

Initial	µProgram	

2.	Optimize
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1.	Copy A	to	reserved	row	
(ACT/ACT/PRE)

2.	Copy	B	to	reserved	row	
(ACT/ACT/PRE)

3.	Copy	Cin to	reserved	row
(ACT/ACT/PRE)

4.	Execute	MAJ	
(ACT/PRE)

5.	Copy	Cout to	destination	row
(ACT/PRE)		

Task	2:	Optimize	the	µProgram

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

1. Copy	A,	B,	Cin
to	reserved	rows	
(ACT/ACT/PRE)

2.	Execute	MAJ	and
copy	Cout to	destination	row

(ACT/ACT/PRE)

Initial	µProgram	

Coalesce
row	copies

Merge
MAJ	+	row	copy

Optimized	µProgram	

2.	Optimize
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Task	2:	Generate	N-bit	Computation

A
B Cout
Cin

MAJ
A
B Cout
Cin

MAJ

1.	Generate
µProgram	

3.	Generate	N-bit	
computation

Repeat	N	times:

1. Copy	A,	B,	Cin
to	reserved	rows	
(ACT/ACT/PRE)

2.	Execute	MAJ	and
copy	Cout to	destination	row

(ACT/ACT/PRE)

Final	µProgram	

Repeat	N	times:

1. Copy	A,	B,	Cin
to	reserved	rows	
(ACT/ACT/PRE)

2.	Execute	MAJ	and
copy	Cout to	destination	row

(ACT/ACT/PRE)

• Final	µProgram is	optimized	and	computes	the	desired	
operation	for	operands	of	N-bit	size	in	a	bit-serial	fashion

2.	Optimize

Optimized	µProgram	
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Task	2:	Generate	µProgram

Repeat	N	times:

1. Copy	A,	B,	Cin
to	reserved	rows	
(ACT/ACT/PRE)

2.	Execute	MAJ	and
copy	Cout to	destination	row

(ACT/ACT/PRE)

Stored	in	a	reserved	DRAM	
region

for	future	use

A	new	SIMDRAM	
instruction	(called	bbop_new)	

added	to	CPU	ISA

Final	µProgram	

• Final	µProgram is	optimized	and	computes	the	desired	
operation	for	operands	of	N-bit	size	in	a	bit-serial	fashion

133



SIMDRAM	Output

Instruction	result	
in	memory

Step	3:	Execution	according	to	𝛍Program

Memory	Controller

User	Input

SIMDRAM-enabled	application

SIMDRAM	Framework:	Step	3	

ACT/PRE

ACT/PRE

ACT/PRE

ACT/ACT/PRE

done

SIMDRAM	OutputUser	Input

AND/OR/NOT	logic

Desired	operation

Main	memory

ISA
bbop_new

New	SIMDRAM	
instruction

Step	2:	Generate	
sequence	of	

DRAM	commands

foo () {

bbop_new

} 
Control	Unit AC

T/
PR
E

ACT/PRE

ACT/PRE

ACT/PRE

ACT/PRE/PRE

done

MAJ

MAJ/NOT	logic

Step	1:	Generate	
MAJ	logic

𝜇Program

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

𝜇𝑃𝑟𝑜𝑔𝑟𝑎𝑚

New	SIMDRAM	𝜇Program

𝜇Program
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Step	3:	µProgram	Execution
• SIMDRAM	control	unit:	handles	the	execution	of	the	
µProgram	at	runtime	

• Upon	receiving	a	bbop instruction,	the	control	unit:
1. Loads	the	µProgram corresponding	to	SIMDRAM	operation
2. Issues	the	sequence	of	DRAM	commands	(ACT/PRE)	stored	

in	the	µProgram to	SIMDRAM	subarrays	to	perform	the	in-
DRAM	operation	

Step	3:	Execution	according	to	𝜇Program

Memory	Controller

User	Input

SIMDRAM-enabled	application

foo () {

bbop_new

} 
𝜇ProgramControl	Unit

18

AC
T/
PR
E

SIMDRAM	Output

Instruction	result	
in	memoryACT/PRE

ACT/PRE

ACT/PRE

ACT/ACT/PRE

done
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More	in	the	Paper

• Detailed	reference	implementation	and	
microarchitecture	of	the	SIMDRAM	control	unit

…

…𝜇Op	0 𝜇Op	63𝜇Op	62
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/
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FIFO	

µRegister
Addressing	

Unit

µRegister
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Memory	
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System	Integration

Efficiently	transposing	data

Programming	interface

Handling	page	faults,	address	translation,	
coherence,	and	interrupts

Handling	limited	subarray	size

Security	implications

Limitations	of	our	framework

137



Transposing	Data

• SIMDRAM operates	on	vertically-laid-out data

• Other	system	components expect	data	to	be	laid	
out	horizontally

Challenging to	share	data	between	SIMDRAM	and	CPU
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Transposition	Unit

Last–Level	Cache

Tr
an
sp
os
it
io
n	
U
ni
t

Memory	Controller

Object	Tracker	
(OT)

Fetch	Unit

Vertical		→	Horizontal
Transpose

Transpose	Buffer

Store	Unit

Horizontal		→	Vertical
Transpose

Transpose	Buffer

Transforms	the	data	layout	from	horizontal to	vertical,	and	vice	versa
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Efficiently	Transposing	Data
Last–Level	Cache

Tr
an
sp
os
iti
on
	U
ni
t

Memory	Controller

Object	Tracker	
(OT)

Fetch	Unit

Vertical		→	Horizontal
Transpose

Transpose	Buffer

Store	Unit

Horizontal		→	Vertical
Transpose

Transpose	Buffer
Low	impact	on	the	throughput	of	

SIMDRAM	operations

Low	area	cost	(0.06	mm2	in	22nm	tech.	node)		
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More	in	the	Paper
Efficiently	transposing	data

Programming	interface

Handling	page	faults,	address	translation,	
coherence,	and	interrupts

Handling	limited	subarray	size

Security	implications

Limitations	of	our	framework
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Methodology:	Experimental	Setup	
• Simulator:	gem5

• Baselines:
- A	multi-core	CPU	(Intel	Skylake)
- A	high-end	GPU	(NVidia	Titan	V)
- Ambit: a	state-of-the-art	in-memory	computing	mechanism

• Evaluated	SIMDRAM	configurations (all	using	a	
DDR4_2400_x64	device):

- 1-bank: SIMDRAM	exploits	65’536	SIMD	lanes	(an	8	kB	row	
buffer)	

- 4-banks: SIMDRAM	exploits	262’144	SIMD	lanes
- 16-banks:	SIMDRAM	exploits	1’048’576	SIMD	lanes
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Methodology:	Workloads
Evaluated:

• 16	complex	in-DRAM	operations:
- Absolute - Predication
- Addition/Subtraction - ReLU
- BitCount - AND-/OR-/XOR-Reduction
- Equality/	Greater/Greater	Equal				- Division/Multiplication

• 7	real-world	applications
- BitWeaving (databases)			- LeNET (neural	networks)
- TPH-H	(databases) - VGG-13/VGG-16	(neural	networks)
- kNN (machine	learning)			- Brightness	(graphics)
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Throughput	Analysis
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SIMDRAM	significantly	outperforms	
all	state-of-the-art	baselines	for	a	wide	range	of	operations

Average	normalized	throughput	across	all	16	SIMDRAM	
operations
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Energy	Analysis
Average	normalized	energy	efficiency	across	all	16	
SIMDRAM	operations
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SIMDRAM	is	more	energy-efficient than	
all	state-of-the-art	baselines	for	a	wide	range	of	operations
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Real-World	Applications
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SIMDRAM	effectively	and	efficiently	accelerates	
many	commonly-used	real-world	applications

Average	speedup	across	7	real-world	applications
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SIMDRAM	Key	Results
Evaluated	on:

- 16	complex	in-DRAM	operations
- 7	commonly-used	real-world	applications

SIMDRAM	provides:

• 88× and	5.8× the	throughput of	a	CPU and	a high-end	
GPU,	respectively,	over	16	operations

• 257× and	31× the	energy	efficiency of	a	CPU and	a	
high-end	GPU,	respectively,	over 16	operations

• 21× and	2.1× the	performance of	a	CPU an	a	high-end	
GPU,	over	seven	real-world	applications
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SIMDRAM	Conclusion
• SIMDRAM:

- Enables	efficient computation	of	a	flexible set	and	wide	range	
of	operations	in	a	PuM	massively	parallel SIMD	substrate

- Provides	the	hardware,	programming,	and	ISA	support,	to:
• Address	key	system	integration	challenges
• Allow	programmers	to	define	and	employ	new	operations	without	
hardware	changes

• More	in	the	paper:
- Efficiently	transposing	data
- Programming	interface
- Handling	page	faults,	address	translation,	coherence,	and	interrupts
- Security	implications
- Reliability	evaluation
- Comparison	to	in-cache	computing
- And	more	…

SIMDRAM is	a	promising	PuM	framework
• Can	ease	the	adoption	of	processing-using-DRAM	

architectures	
• Improves	the	performance and efficiency of	processing-

using-memory	architectures
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SIMDRAM Framework
n Nastaran Hajinazar, Geraldo F. Oliveira, Sven Gregorio, Joao Dinis Ferreira, Nika Mansouri 

Ghiasi, Minesh Patel, Mohammed Alser, Saugata Ghose, Juan Gomez-Luna, and Onur Mutlu,
"SIMDRAM: An End-to-End Framework for Bit-Serial SIMD Computing in DRAM"
Proceedings of the 26th International Conference on Architectural Support for Programming 
Languages and Operating Systems (ASPLOS), Virtual, March-April 2021.
[2-page Extended Abstract]
[Short Talk Slides (pptx) (pdf)]
[Talk Slides (pptx) (pdf)]
[Short Talk Video (5 mins)]
[Full Talk Video (27 mins)]
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https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21.pdf
https://asplos-conference.org/
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-extended-abstract.pdf
https://people.inf.ethz.ch/omutlu/pub/SIMDRAM_asplos21-short-talk.pptx
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https://www.youtube.com/watch?v=bas9U7djW_8&list=PL5Q2soXY2Zi8_VVChACnON4sfh2bJ5IrD&index=116


RowClone & Bitwise Ops in Real DRAM Chips

150https://parallel.princeton.edu/papers/micro19-gao.pdf
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RowClone & Bitwise Ops in Real DRAM Chips

151https://parallel.princeton.edu/papers/micro19-gao.pdf
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Row	Copy	in	ComputeDRAM

152

Bitline is	above	
VDD/2	when	R2	is	

activated.



Bitwise	AND	in	ComputeDRAM

153

T1	very	short
Sense	amps	are	not	

activated

T2	very	short
PRE	cannot	close	R1

R3	will	appear	on	the	address	bus
ACT(R2)	will	activate	R3	and	R2



Proof	of	Concept

154

n Each	grid	represents	the	success	ratio	of	operations	for	a	specific	
DDR3	module.



Pinatubo: RowClone and Bitwise Ops in PCM

155https://cseweb.ucsd.edu/~jzhao/files/Pinatubo-dac2016.pdf

https://cseweb.ucsd.edu/~jzhao/files/Pinatubo-dac2016.pdf


Pinatubo: RowClone and Bitwise Ops in PCM

156https://cseweb.ucsd.edu/~jzhao/files/Pinatubo-dac2016.pdf
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In-Memory Crossbar Array Operations
n Some emerging NVM technologies have crossbar array 

structure
q Memristors, resistive RAM, phase change mem, STT-MRAM, …

n Crossbar arrays can be used to perform dot product 
operations using “analog computation capability”
q Can operate on multiple pieces of data using Kirchoff’s laws

n Bitline current is a sum of products of wordline V x (1 / cell R)
q Computation is in analog domain inside the crossbar array

n Need peripheral circuitry for DàA and AàD conversion of 
inputs and outputs
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Aside: In-Memory Crossbar Computation

158Shafiee+, “ISAAC: A Convolutional Neural Network Accelerator
with In-Situ Analog Arithmetic in Crossbars”, ISCA 2016.



Aside: In-Memory Crossbar Computation
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Readings on Processing using NVM

n Shafiee+, “ISAAC: A Convolutional Neural Network Accelerator 
with In-Situ Analog Arithmetic in Crossbars”, ISCA 2016.

n Chi+, “PRIME: A Novel Processing-in-memory Architecture for 
Neural Network Computation in ReRAM-based Main Memory”, 
ISCA 2016.

n Prezioso+, “Training and Operation of an Integrated 
Neuromorphic Network based on Metal-Oxide Memristors”, 
Nature 2015

n Ambrogio+, “Equivalent-accuracy accelerated neural-network 
training using analogue memory”, Nature 2018.
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Agenda

n Major Trends Affecting Memory

n Processing in Memory: Two Directions
q Processing-using-Memory (PuM)

n Minimally Changing Memory Chips

q Processing-near-Memory (PnM)
n Exploiting 3D-Stacked Memory
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Approach 2: 3D-Stacked Logic+Memory
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Logic

Memory



Graph Processing
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n Large graphs are everywhere (circa 2015)

n Scalable large-scale graph processing is challenging

36 Million 
Wikipedia Pages

1.4 Billion
Facebook Users

300 Million
Twitter Users

30 Billion
Instagram Photos

+42%

0 1 2 3 4

128 Cores

32 Cores

Speedup

Only +42% for 4x more cores!!!



Key Bottlenecks in Graph Processing
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for (v: graph.vertices) {
for (w: v.successors) {

w.next_rank += weight * v.rank;
}

}

weight * v.rank

v

w

&w

1. Frequent random memory accesses

2. Little amount of computation

w.rank

w.next_rank

w.edges

…

PageRank algorithm (Page et al. 1999)



Two Key Questions in 3D-Stacked PIM

n How can we accelerate important applications if we use         
3D-stacked memory as a coarse-grained accelerator?
q what is the architecture and programming model?
q what are the mechanisms for acceleration?

n What is the minimal processing-in-memory support we can 
provide?
q without changing the system significantly
q while achieving significant benefits
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Tesseract: An In-Memory 
Accelerator for Graph Processing



Tesseract System for Graph Processing

Crossbar Network

…
…

…
…

DRAM
 Controller

NI

In-Order Core

Message Queue

PF Buffer

MTP

LP

Host Processor

Memory-Mapped
Accelerator Interface

(Noncacheable, Physically Addressed)

Interconnected set of 3D-stacked memory+logic chips with simple cores

Logic

Memory

Ahn+, “A Scalable Processing-in-Memory Accelerator for Parallel Graph Processing” ISCA 2015



Tesseract System for Graph Processing
n Evaluation on

q DDR3 DRAM, computation on Out-of-Order (OoO) core

q Hybrid Memory Cube (HMC) DRAM, computation on Out-of-
Order (OoO) core

q HMC DRAM, computation on the Memory Controller (MC)

q Tesseract
n With or without List Prefetching (LP)
n With or without Message Triggered Prefetching (MTP), specified 

by the programmer
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Tesseract Graph Processing Performance

+56% +25%

9.0x

11.6x

13.8x

0

2

4

6

8

10

12

14

16

DDR3-OoO HMC-OoO HMC-MC Tesseract Tesseract-
LP

Tesseract-
LP-MTP

Sp
ee

du
p

>13X Performance Improvement

Ahn+, “A Scalable Processing-in-Memory Accelerator for Parallel Graph Processing” ISCA 2015

On five graph processing algorithms



Tesseract Graph Processing System Energy

0

0.2

0.4

0.6

0.8

1

1.2

HMC-OoO Tesseract with Prefetching

Memory Layers Logic Layers Cores

> 8X Energy Reduction

Ahn+, “A Scalable Processing-in-Memory Accelerator for Parallel Graph Processing” ISCA 2015



More on Tesseract
n Junwhan Ahn, Sungpack Hong, Sungjoo Yoo, Onur Mutlu, 

and Kiyoung Choi,
"A Scalable Processing-in-Memory Accelerator for 
Parallel Graph Processing"
Proceedings of the 42nd International Symposium on 
Computer Architecture (ISCA), Portland, OR, June 2015. 
[Slides (pdf)] [Lightning Session Slides (pdf)]

171

http://users.ece.cmu.edu/~omutlu/pub/tesseract-pim-architecture-for-graph-processing_isca15.pdf
http://www.ece.cmu.edu/calcm/isca2015/
http://users.ece.cmu.edu/~omutlu/pub/tesseract-pim-architecture-for-graph-processing_isca15-talk.pdf
http://users.ece.cmu.edu/~omutlu/pub/tesseract-pim-architecture-for-graph-processing_isca15-lightning-talk.pdf


Two Key Questions in 3D-Stacked PIM

n How can we accelerate important applications if we use         
3D-stacked memory as a coarse-grained accelerator?
q what is the architecture and programming model?
q what are the mechanisms for acceleration?

n What is the minimal processing-in-memory support we can 
provide?
q without changing the system significantly
q while achieving significant benefits
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PIM-Enabled Instructions for 
Graph Processing



Simple PIM Operations as ISA Extensions (I)
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Main Memory

w.next_rankw.next_rank

for (v: graph.vertices) {
value = weight * v.rank;
for (w: v.successors) {

w.next_rank += value;
}

}
Host Processor

w.next_rankw.next_rank
64 bytes in

64 bytes out

Conventional Architecture

PageRank algorithm (Page et al. 1999)



Simple PIM Operations as ISA Extensions (II)
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Main Memory

w.next_rankw.next_rank

Host Processor

value
8 bytes in

0 bytes out

In-Memory Addition

for (v: graph.vertices) {
value = weight * v.rank;
for (w: v.successors) {

__pim_add(&w.next_rank, value);
}

}

pim.add r1, (r2)

PageRank algorithm (Page et al. 1999)



PEI: Benchmarks
n Graph processing

q Average Teenage Follower (AT)
q Breadth-First Search (BFS)
q PageRank (PR)
q Single-Source Shortest Path (SP)
q Weakly Connected Components (WCC)

n Other benchmarks that can benefit from PEI
q Data analytics

n Hash Join (HJ)
n Histogram (HG)
n Radix Partitioning (RP)

q Machine learning and data mining
n Streamcluster (SC)
n Support Vector Machine (SVM)
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PEI: PIM-Enabled Instructions: Examples

177

n Executed either in memory or in the processor: dynamic decision
q Low-cost locality monitoring for a single instruction

n Cache-coherent, virtually-addressed, single cache block only
n Atomic between different PEIs
n Not atomic with normal instructions (use pfence for ordering)



Example PEI Microarchitecture
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PEI Performance Delta: Large Data Sets
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PEI Energy Consumption
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More on PIM-Enabled Instructions
n Junwhan Ahn, Sungjoo Yoo, Onur Mutlu, and Kiyoung Choi,

"PIM-Enabled Instructions: A Low-Overhead, 
Locality-Aware Processing-in-Memory Architecture"
Proceedings of the 42nd International Symposium on 
Computer Architecture (ISCA), Portland, OR, June 2015. 
[Slides (pdf)] [Lightning Session Slides (pdf)]  

http://users.ece.cmu.edu/~omutlu/pub/pim-enabled-instructons-for-low-overhead-pim_isca15.pdf
http://www.ece.cmu.edu/calcm/isca2015/
http://users.ece.cmu.edu/~omutlu/pub/pim-enabled-instructons-for-low-overhead-pim_isca15-talk.pdf
http://users.ece.cmu.edu/~omutlu/pub/pim-enabled-instructons-for-low-overhead-pim_isca15-lightning-talk.pdf


Truly Distributed GPU Processing with PIM

Logic layer 
SM

Crossbar switch

Vault 
Ctrl

…. Vault 
Ctrl

Logic layer

Main GPU

3D-stacked memory
(memory stack) SM (Streaming Multiprocessor)



Accelerating GPU Execution with PIM (I)
n Kevin Hsieh, Eiman Ebrahimi, Gwangsun Kim, Niladrish Chatterjee, Mike 

O'Connor, Nandita Vijaykumar, Onur Mutlu, and Stephen W. Keckler,
"Transparent Offloading and Mapping (TOM): Enabling 
Programmer-Transparent Near-Data Processing in GPU 
Systems"
Proceedings of the 43rd International Symposium on Computer 
Architecture (ISCA), Seoul, South Korea, June 2016. 
[Slides (pptx) (pdf)] 
[Lightning Session Slides (pptx) (pdf)] 
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https://users.ece.cmu.edu/~omutlu/pub/TOM-programmer-transparent-GPU-near-date-processing_isca16.pdf
http://isca2016.eecs.umich.edu/
https://users.ece.cmu.edu/~omutlu/pub/TOM-programmer-transparent-GPU-near-date-processing_kevinhsieh_isca16-talk.pptx
https://users.ece.cmu.edu/~omutlu/pub/TOM-programmer-transparent-GPU-near-date-processing_kevinhsieh_isca16-talk.pdf
https://users.ece.cmu.edu/~omutlu/pub/TOM-programmer-transparent-GPU-near-date-processing_kevinhsieh_isca16-lightning-talk.pptx
https://users.ece.cmu.edu/~omutlu/pub/TOM-programmer-transparent-GPU-near-date-processing_kevinhsieh_isca16-lightning-talk.pdf


Accelerating GPU Execution with PIM (II)
n Ashutosh Pattnaik, Xulong Tang, Adwait Jog, Onur Kayiran, Asit K. 

Mishra, Mahmut T. Kandemir, Onur Mutlu, and Chita R. Das,
"Scheduling Techniques for GPU Architectures with Processing-
In-Memory Capabilities"
Proceedings of the 25th International Conference on Parallel 
Architectures and Compilation Techniques (PACT), Haifa, Israel, 
September 2016.
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https://users.ece.cmu.edu/~omutlu/pub/scheduling-for-GPU-processing-in-memory_pact16.pdf
http://pactconf.org/


Agenda

n Major Trends Affecting Memory

n Processing in Memory: Two Directions
q Processing-using-Memory (PuM)

n Minimally Changing Memory Chips

q Processing-near-Memory (PnM)
n Exploiting 3D-Stacked Memory
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Eliminating the Adoption Barriers

How to Enable Adoption 
of Processing in Memory

186



Barriers to Adoption of PIM

1. Functionality of and applications & software for PIM

2. Ease of programming (interfaces and compiler/HW support)

3. System support: coherence & virtual memory

4. Runtime and compilation systems for adaptive scheduling, 
data mapping, access/sharing control

5. Infrastructures to assess benefits and feasibility

187

All can be solved with change of mindset



Eliminating the Adoption Barriers

Processing-in-Memory 
in the Real World
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Juan Gómez Luna, Izzat El Hajj, 
Ivan Fernandez, Christina Giannoula, 

Geraldo F. Oliveira, Onur Mutlu

Understanding a Modern 
Processing-in-Memory Architecture:
Benchmarking and Experimental Characterization

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks

https://github.com/CMU-SAFARI/prim-benchmarks
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Executive Summary
• Data movement between memory/storage units and compute units is a major 

contributor to execution time and energy consumption
• Processing-in-Memory (PIM) is a paradigm that can tackle the data movement 

bottleneck
- Though explored for +50 years, technology challenges prevented the successful materialization

• UPMEM has designed and fabricated the first publicly-available real-world PIM 
architecture
- DDR4 chips embedding in-order multithreaded DRAM Processing Units (DPUs)

• Our work:
- Introduction to UPMEM programming model and PIM architecture
- Microbenchmark-based characterization of the DPU
- Benchmarking and workload suitability study

• Main contributions:
- Comprehensive characterization and analysis of the first commercially-available PIM architecture
- PrIM (Processing-In-Memory) benchmarks: 

• 16 workloads that are memory-bound in conventional processor-centric systems
• Strong and weak scaling characteristics

- Comparison to state-of-the-art CPU and GPU

• Takeaways:
- Workload characteristics for PIM suitability
- Programming recommendations
- Suggestions and hints for hardware and architecture designers of future PIM systems
- PrIM: (a) programming samples, (b) evaluation and comparison of current and future PIM systems
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Data Movement in Computing Systems
• Data movement dominates performance and is a major system 

energy bottleneck
• Total system energy: data movement accounts for 

- 62% in consumer applications✻, 
- 40% in scientific applications★, 
- 35% in mobile  applications☆

✻Boroumand et al., “Google Workloads for Consumer Devices: Mitigating Data Movement Bottlenecks,” ASPLOS 2018
★Kestor et al., “Quantifying the Energy Cost of Data Movement in Scientific Applications,” IISWC 2013 
☆Pandiyan and Wu, “Quantifying the energy cost of data movement for emerging smart phone workloads on mobile platforms,” IISWC 2014

DRAM

Data Movement

GPU

CPUCPU

SoC

L2

Video 
Decoder

Video 
Encoder

Audio Display 
Engine
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Data Movement in Computing Systems
• Data movement dominates performance and is a major system 

energy bottleneck
• Total system energy: data movement accounts for 

- 62% in consumer applications✻, 
- 40% in scientific applications★, 
- 35% in mobile  applications☆

✻Boroumand et al., “Google Workloads for Consumer Devices: Mitigating Data Movement Bottlenecks,” ASPLOS 2018
★Kestor et al., “Quantifying the Energy Cost of Data Movement in Scientific Applications,” IISWC 2013 
☆Pandiyan and Wu, “Quantifying the energy cost of data movement for emerging smart phone workloads on mobile platforms,” IISWC 2014

DRAM

Data Movement

GPU

CPUCPU

SoC

L2

Video 
Decoder

Video 
Encoder

Audio Display 
Engine

Processing-In-Memory proposes 
computing where it makes sense 

(where data resides)

Compute systems should be more data-centric



UPMEM Processing-in-DRAM Engine (2019)
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n Processing in DRAM Engine 
n Includes standard DIMM modules, with a large 

number of DPU processors combined with DRAM chips.

n Replaces standard DIMMs
q DDR4 R-DIMM modules

n 8GB+128 DPUs (16 PIM chips)
n Standard 2x-nm DRAM process

q Large amounts of compute & memory bandwidth

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/

CPU
(x86, ARM, RV…)

DDR
Data bus

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/
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PIM Alleviates the Shortcomings of 
Processor-Centric Systems

KEY	TAKEAWAY	4
•	UPMEM-based	PIM	systems	outperform	state-of-the-art	CPUs	in	
terms	of	performance	(by	23.2× on	2,556	DPUs	for	16	PrIM
benchmarks) and	energy	efficiency	on	most	of	PrIM benchmarks.

•	UPMEM-based	PIM	systems	outperform	state-of-the-art	GPUs	on	
a	majority	of	PrIM benchmarks	(by	2.54× on	2,556	DPUs	for	10	
PrIM benchmarks),	and	the	outlook	is	even	more	positive	for	future	
PIM	systems.	

•	UPMEM-based	PIM	systems	are	more	energy-efficient	than	state-
of-the-art	CPUs	and	GPUs	on	workloads	that	they	provide	
performance	improvements	over	the	CPUs	and	the	GPUs.	
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CUT 2021 Paper

https://arxiv.org/pdf/2110.01709.pdf
https://github.com/CMU-SAFARI/prim-benchmarks

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks
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Long arXiv Version

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks
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Observations, Recommendations, Takeaways
GENERAL	PROGRAMMING	RECOMMENDATIONS
1. Execute	on	the	DRAM	Processing	Units (DPUs)	

portions	of	parallel	code that	are	as	long	as	possible.	
2. Split	the	workload	into	independent	data	blocks,	

which	the	DPUs	operate	on	independently.	
3. Use	as	many	working	DPUs	in	the	system	as	possible.
4. Launch	at	least	11	tasklets (i.e.,	software	threads)

per	DPU.	

PROGRAMMING	RECOMMENDATION	1
For	data	movement	between	the	DPU’s	MRAM	bank	and	the	
WRAM,	use	large	DMA	transfer	sizes	when	all	the	accessed	
data	is	going	to	be	used.	

KEY	OBSERVATION	7

Larger	CPU-DPU	and	DPU-CPU	
transfers	between	the	host	main	
memory	and	the	DRAM	Processing	
Unit’s	Main	memory	(MRAM)	banks	
result	in	higher	sustained	bandwidth.	 KEY	TAKEAWAY	1

The	UPMEM	PIM	architecture	is	fundamentally	compute	
bound.	As	a	result,	the	most	suitable	work- loads	are	
memory-bound.
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Outline
• Introduction

- Accelerator Model
- UPMEM-based PIM System Overview

• UPMEM PIM Programming
- Vector Addition
- CPU-DPU Data Transfers
- Inter-DPU Communication
- CPU-DPU/DPU-CPU Transfer Bandwidth

• DRAM Processing Unit
- Arithmetic Throughput
- WRAM and MRAM Bandwidth

• PrIM Benchmarks
- Roofline Model
- Benchmark Diversity

• Evaluation
- Strong and Weak Scaling
- Comparison to CPU and GPU

• Key Takeaways
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Accelerator Model
• UPMEM DIMMs coexist with conventional DIMMs

• Integration of UPMEM DIMMs in a system follows an 
accelerator model

• UPMEM DIMMs can be seen as a loosely coupled 
accelerator
- Explicit data movement between the main processor (host 

CPU) and the accelerator (UPMEM)
- Explicit kernel launch onto the UPMEM processors

• This resembles GPU computing
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System Organization (I)
• In a UPMEM-based PIM system UPMEM DIMMs coexist 

with regular DDR4 DIMMs
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System Organization (II)
• A UPMEM DIMM contains 8 or 16 chips

- Thus, 1 or 2 ranks of 8 chips each

• Inside each PIM chip there are:
- 8 64MB banks per chip: Main RAM (MRAM) banks
- 8 DRAM Processing Units (DPUs) in each chip, 64 DPUs per 

rank
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2,560-DPU System (I)
• UPMEM-based PIM 

system with 20 UPMEM 
DIMMs of 16 chips each 
(40 ranks)
- P21 DIMMs
- Dual x86 socket

• UPMEM DIMMs
coexist with regular 
DDR4 DIMMs

• 2 memory 
controllers/socket (3 
channels each)

• 2 conventional DDR4 
DIMMs on one 
channel of one 
controller

2560 DPUs*

* There are 4 faulty DPUs in the system that we use in our experiments. Thus, the maximum number of DPUs we can use is 2,556.

160 GB
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2,560-DPU System (II)
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640-DPU System
• UPMEM-based PIM 

system with 10 UPMEM 
DIMMs of 8 chips each 
(10 ranks)
- E19 DIMMs
- x86 socket

• 2 memory controllers 
(3 channels each)

• 2 conventional DDR4 
DIMMs on one 
channel of one 
controller
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Vector Addition (VA)
• Our first programming example
• We partition the input arrays across:

- DPUs
- Tasklets, i.e., software threads running on a DPU

A[0] A[1] A[N-1]

B[0] B[1] B[N-1]

C[0] C[1] C[N-1]

DPU 0 DPU 1 DPU 2 DPU 3

Tasklet
0

Tasklet
1

Tasklet
0

Tasklet
1

Tasklet
0

Tasklet
1

Tasklet
0

Tasklet
1
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CPU-DPU/DPU-CPU Data Transfers
• CPU-DPU and DPU-CPU transfers

- Between host CPU’s main memory and DPUs’ MRAM banks

• Serial CPU-DPU/DPU-CPU transfers: 
- A single DPU (i.e., 1 MRAM bank)

• Parallel CPU-DPU/DPU-CPU transfers: 
- Multiple DPUs (i.e., many MRAM banks)

• Broadcast CPU-DPU transfers: 
- Multiple DPUs with a single buffer
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Inter-DPU Communication
• There is no direct communication channel between DPUs

• Inter-DPU communication takes places via the host CPU using CPU-DPU 
and DPU-CPU transfers

• Example communication patterns:
- Merging of partial results to obtain the final result

• Only DPU-CPU transfers
- Redistribution of intermediate results for further computation

• DPU-CPU transfers and CPU-DPU transfers
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How Fast are these Data Transfers? 
• With a microbenchmark, we obtain the sustained 

bandwidth of all types of CPU-DPU and DPU-CPU 
transfers

• Two experiments:
- 1 DPU: variable CPU-DPU and DPU-CPU transfer size (8 

bytes to 32 MB) 
- 1 rank: 32 MB CPU-DPU and DPU-CPU transfers to/from a 

set of    1 to 64 MRAM banks within the same rank

• Preliminary experiments with more than one rank
- Channel-level parallelism
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CPU-DPU/DPU-CPU Transfers: 1 DPU
• Data transfer size varies between 8 bytes and 32 MB
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KEY	OBSERVATION	7
Larger	CPU-DPU	and	DPU-CPU	transfers	between	the	host	main	
memory	and	the	DRAM	Processing	Unit’s	Main	memory	(MRAM)	
banks	result	in	higher	sustained	bandwidth.	
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CPU-DPU/DPU-CPU Transfers: 1 Rank
• CPU-DPU (serial/parallel/broadcast) and DPU-CPU (serial/parallel)
• The number of DPUs varies between 1 and 64
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KEY	OBSERVATION	8
The	sustained	bandwidth	of	parallel	CPU-DPU	and	DPU-CPU	
transfers between	the	host	main	memory	and	the	DRAM	Processing	
Unit’s	Main	memory	(MRAM)	banks	increases	with	the	number	of	
DRAM	Processing	Units	inside	a	rank.
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• Key Takeaways
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DRAM Processing Unit

Host 
CPU

xN

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM 
Chip

PIM Chip

24-KB 
IRAM

D
M

A
 E

n
g

in
e

64-MB 
DRAM 
Bank

(MRAM)64-KB 
WRAM

x8

Control/Status Interface DDR4 Interface

DISPATCH
FETCH1
FETCH2
FETCH3

READOP1
READOP2
READOP3
FORMAT

ALU1
ALU2
ALU3
ALU4

MERGE1
MERGE2

Re
gi

st
er

 F
ile

P
ip

el
in

e

64 bits

xM

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

DRAM 
Chip

Main Memory

PIM-enabled Memory

PIM Chip

24-KB 
IRAM

D
M

A
 E

n
g

in
e

64-MB 
DRAM 
Bank

(MRAM)64-KB 
WRAM

x8

Control/Status Interface DDR4 Interface

DISPATCH
FETCH1
FETCH2
FETCH3

READOP1
READOP2
READOP3
FORMAT

ALU1
ALU2
ALU3
ALU4

MERGE1
MERGE2

Re
gi

st
er

 F
ile

P
ip

el
in

e

64 bits



214

DPU Pipeline
• In-order pipeline

- Up to 425 MHz 

• Fine-grain multithreaded
- 24 hardware threads

• 14 pipeline stages
- DISPATCH: Thread selection
- FETCH: Instruction fetch
- READOP: Register file
- FORMAT: Operand formatting
- ALU: Operation and WRAM
- MERGE: Result formatting
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Arithmetic Throughput: Microbenchmark
• Goal

- Measure the maximum arithmetic throughput for different 
datatypes and operations

• Microbenchmark
- We stream over an array in WRAM and perform read-modify-write 

operations
- Experiments on one DPU
- We vary the number of tasklets from 1 to 24
- Arithmetic operations: add, subtract, multiply, divide
- Datatypes: int32, int64, float, double

• We measure cycles with an accurate cycle counter that the 
SDK provides
- We include WRAM accesses (including address calculation) and 

arithmetic operation
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Arithmetic Throughput: 11 Tasklets

KEY	OBSERVATION	1
The	arithmetic	
throughput	of	a	DRAM	
Processing	Unit	
saturates	at	11	or	more	
tasklets.	
This	observation	is	
consistent	for	different	
datatypes	(INT32,	INT64,	
UINT32,	UINT64,	FLOAT,	
DOUBLE)	and	operations	
(ADD,	SUB,	MUL,	DIV).	
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Arithmetic Throughput: Native Support
KEY	OBSERVATION	2
• DPUs	provide	native	
hardware	support	for	32-
and	64-bit	integer	
addition	and	subtraction,	
leading	to	high	throughput	
for	these	operations.	

• DPUs	do	not natively	
support	32- and	64-bit	
multiplication	and	
division,	and	floating	
point	operations.	These	
operations	are	emulated	by	
the	UPMEM	runtime	
library,	leading	to	much	
lower	throughput.	



218

DPU: WRAM Bandwidth
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DPU: MRAM Latency and Bandwidth
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MRAM Bandwidth
• Goal

- Measure MRAM bandwidth for different access patterns

• Microbenchmarks
- Latency of a single DMA transfer for different transfer sizes

• mram_read();  // MRAM-WRAM DMA transfer
• mram_write(); // WRAM-MRAM DMA transfer

- STREAM benchmark
• COPY, COPY-DMA
• ADD, SCALE, TRIAD

- Strided access pattern
• Coarse-grain strided access
• Fine-grain strided access

- Random access pattern (GUPS)

• We do include accesses to MRAM
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MRAM Read and Write Latency (I)
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We can model the MRAM latency with a linear expression
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In our measurements, 𝛽 equals 0.5 cycles/byte.
Theoretical maximum MRAM bandwidth = 700 MB/s at 350 MHz
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𝑀𝑅𝐴𝑀 𝐿𝑎𝑡𝑒𝑛𝑐𝑦 𝑖𝑛 𝑐𝑦𝑐𝑙𝑒𝑠 = 𝛼 + 𝛽×𝑠𝑖𝑧𝑒

KEY	OBSERVATION	4

• The	DPU’s	Main	memory	(MRAM)	bank	access	latency	increases	
linearlywith	the	transfer	size.
• The	maximum	theoretical	MRAM	bandwidth	is	2	bytes	per	cycle.	
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MRAM Bandwidth
• Goal

- Measure MRAM bandwidth for different access patterns

• Microbenchmarks
- Latency of a single DMA transfer for different transfer sizes

• mram_read();  // MRAM-WRAM DMA transfer
• mram_write(); // WRAM-MRAM DMA transfer

- STREAM benchmark
• COPY, COPY-DMA
• ADD, SCALE, TRIAD

- Strided access pattern
• Coarse-grain strided access
• Fine-grain strided access

- Random access pattern (GUPS)

• We do include accesses to MRAM
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STREAM Benchmark: Bandwidth Saturation
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KEY	OBSERVATION	5
• When	the	access	latency	to	an	MRAM	bank	for	a	streaming	benchmark	(COPY-
DMA,	COPY,	ADD)	is	larger	than	the	pipeline	latency	(i.e.,	execution	latency	of	
arithmetic	operations	and	WRAM	accesses),	the	performance	of	the	DPU	saturates	at	a	
number	of	tasklets smaller	than	11.	This	is	a	memory-bound	workload.	
• When	the	pipeline	latency for	a	streaming	benchmark	(SCALE,	TRIAD)	is	larger	
than	the	MRAM	access	latency,	the	performance	of	a	DPU	saturates	at	11	tasklets.	
This	is	a	compute-bound	workload.
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MRAM Bandwidth
• Goal

- Measure MRAM bandwidth for different access patterns

• Microbenchmarks
- Latency of a single DMA transfer for different transfer sizes

• mram_read();  // MRAM-WRAM DMA transfer
• mram_write(); // WRAM-MRAM DMA transfer

- STREAM benchmark
• COPY, COPY-DMA
• ADD, SCALE, TRIAD

- Strided access pattern
• Coarse-grain strided access
• Fine-grain strided access

- Random access pattern (GUPS)

• We do include accesses to MRAM
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DPU: Arithmetic Throughput vs. Operational Intensity
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Arithmetic Throughput vs. Operational Intensity (I)

• Goal
- Characterize memory-bound regions and compute-bound regions for 

different datatypes and operations

• Microbenchmark
- We load one chunk of an MRAM array into WRAM
- Perform a variable number of operations on the data
- Write back to MRAM

• The experiment is inspired by the Roofline model*

• We define operational intensity (OI) as the number of 
arithmetic operations performed per byte accessed from 
MRAM (OP/B)

• The pipeline latency changes with the operational intensity, 
but the MRAM access latency is fixed

*S. Williams et al., “Roofline: An Insightful Visual Performance Model for Multi-core Architectures,” CACM, 2009
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Arithmetic Throughput vs. Operational Intensity (II)
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Memory-bound 
region

Compute-bound 
region

In the memory-bound 
region, the arithmetic 

throughput increases with 
the operational intensity

In the compute-bound 
region, the arithmetic 

throughput is flat at its 
maximum

The throughput saturation point is the operational intensity 
where the transition between 

the memory-bound region and the compute-bound region happens

The throughput saturation point is as low as ¼ OP/B, 
i.e., 1 integer addition per every 32-bit element fetched
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Arithmetic Throughput vs. Operational Intensity (III)
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KEY	OBSERVATION	6
The	arithmetic	throughput	of	a	DRAM	Processing	Unit	(DPU)	saturates	at	
low	or	very	low	operational	intensity (e.g.,	1	integer	addition	per	32-bit	
element).	Thus,	the	DPU	is	fundamentally	a	compute-bound	processor.
We	expect	most	real-world	workloads	be	compute-bound	in	the	UPMEM	PIM	
architecture.	
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Outline
• Introduction

- Accelerator Model
- UPMEM-based PIM System Overview

• UPMEM PIM Programming
- Vector Addition
- CPU-DPU Data Transfers
- Inter-DPU Communication
- CPU-DPU/DPU-CPU Transfer Bandwidth

• DRAM Processing Unit
- Arithmetic Throughput
- WRAM and MRAM Bandwidth

• PrIM Benchmarks
- Roofline Model
- Benchmark Diversity

• Evaluation
- Strong and Weak Scaling
- Comparison to CPU and GPU

• Key Takeaways
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PrIM Benchmarks
• Goal

- A common set of workloads that can be used to 
• evaluate the UPMEM PIM architecture,
• compare software improvements and compilers,
• compare future PIM architectures and hardware

• Two key selection criteria:
- Selected workloads from different application domains
- Memory-bound workloads on processor-centric architectures

• 14 different workloads, 16 different benchmarks*

*There are two versions for two of the workloads (HST, SCAN).
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PrIM Benchmarks: Application Domains
Domain Benchmark Short name

Dense linear algebra
Vector Addition VA

Matrix-Vector Multiply GEMV

Sparse linear algebra Sparse Matrix-Vector Multiply SpMV

Databases
Select SEL

Unique UNI

Data analytics
Binary Search BS

Time Series Analysis TS

Graph processing Breadth-First Search BFS

Neural networks Multilayer Perceptron MLP

Bioinformatics Needleman-Wunsch NW

Image processing
Image histogram (short) HST-S

Image histogram (large) HST-L

Parallel primitives

Reduction RED

Prefix sum (scan-scan-add) SCAN-SSA

Prefix sum (reduce-scan-scan) SCAN-RSS

Matrix transposition TRNS
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BFS

BS

GEMV
MLP

SEL
SpMV

TS UNI
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RED
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TRNS

0.125

0.25

0.5

1

2

4

8

16

0.01 0.1 1 10

Pe
rf

or
m

an
ce

 (G
O

PS
)

Arithmetic Intensity (OP/B)

Peak compute performance

Roofline Model
• Intel Advisor on an Intel Xeon E3-1225 v6 CPU

DRAM

L3

All workloads fall in the memory-bound area of the Roofline
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PrIM Benchmarks: Diversity
• PrIM benchmarks are diverse:

- Memory access patterns
- Operations and datatypes
- Communication/synchronization
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Outline
• Introduction

- Accelerator Model
- UPMEM-based PIM System Overview

• UPMEM PIM Programming
- Vector Addition
- CPU-DPU Data Transfers
- Inter-DPU Communication
- CPU-DPU/DPU-CPU Transfer Bandwidth

• DRAM Processing Unit
- Arithmetic Throughput
- WRAM and MRAM Bandwidth

• PrIM Benchmarks
- Roofline Model
- Benchmark Diversity

• Evaluation
- Strong and Weak Scaling
- Comparison to CPU and GPU

• Key Takeaways
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Evaluation Methodology
• We evaluate the 16 PrIM benchmarks on two UPMEM-

based systems:
- 2,556-DPU system
- 640-DPU system

• Strong and weak scaling experiments on the 2,556-DPU 
system
- 1 DPU with different numbers of tasklets
- 1 rank (strong and weak)
- Up to 32 ranks

Strong scaling refers to how the execution time of a program solving a particular problem varies 
with the number of processors for a fixed problem size

Weak scaling refers to how the execution time of a program solving a particular problem varies 
with the number of processors for a fixed problem size per processor
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Evaluation Methodology
• We evaluate the 16 PrIM benchmarks on two UPMEM-

based systems:
- 2,556-DPU system
- 640-DPU system

• Strong and weak scaling experiments on the 2,556-DPU 
system
- 1 DPU with different numbers of tasklets
- 1 rank (strong and weak)
- Up to 32 ranks

• Comparison of both UPMEM-based PIM systems to 
state-of-the-art CPU and GPU
- Intel Xeon E3-1240 CPU
- NVIDIA Titan V GPU
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Strong Scaling: 1 DPU (I)
• Strong scaling 

experiments on 1 DPU
- We set the number 

of tasklets to 1, 2, 4, 
8, and 16

- We show the 
breakdown of 
execution time:
• DPU: Execution 

time on the DPU
• Inter-DPU: Time for 

inter-DPU 
communication via 
the host CPU

• CPU-DPU: Time for 
CPU to DPU 
transfer of input 
data

• DPU-CPU: Time for 
DPU to CPU 
transfer of final 
results

- Speedup over 1 
tasklet
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Strong Scaling: 1 DPU (II)
VA, GEMV, SpMV, SEL, UNI, TS, 
MLP, NW, HST-S, RED, SCAN-SSA 
(Scan kernel), SCAN-RSS (both 
kernels), and TRNS (Step 2 kernel), 
the best performing number of 
tasklets is 16

Speedups 1.5-2.0x as we double the 
number of tasklets from 1 to 8.
Speedups 1.2-1.5x from 8 to 16, 
since the pipeline throughput 
saturates at 11 tasklets

KEY	OBSERVATION	10
A	number	of	tasklets
greater	than	11	is	a	good	
choice	for	most	real-
world	workloadswe	
tested	(16	kernels	out	of	19	
kernels	from	16	
benchmarks),	as	it	fully	
utilizes	the	DPU’s	pipeline.	
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Strong Scaling: 1 DPU (III)
VA, GEMV, SpMV, BS, TS, MLP, HST-
S do not use intra-DPU 
synchronization primitives

BFS, HST-L, TRNS (Step 3) use 
mutexes, which cause contention 
when accessing shared data 
structures

In SEL, UNI, NW, RED, SCAN-SSA (Scan 
kernel), SCAN-RSS (both kernels), 
synchronization is lightweight
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Strong Scaling: 1 DPU (IV)
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VA, GEMV, SpMV, BS, TS, MLP, HST-
S do not use synchronization 
primitives

BFS, HST-L, TRNS (Step 3) use 
mutexes, which cause contention 
when accessing shared data 
structures

KEY	OBSERVATION	11
Intensive	use	of	intra-DPU	
synchronization	across	
tasklets (e.g.,	mutexes,	
barriers,	handshakes)	
may	limit	scalability,	
sometimes	causing	the	best	
performing	number	of	
tasklets to	be	lower	than	
11.		

In SEL, UNI, NW, RED, SCAN-SSA (Scan 
kernel), SCAN-RSS (both kernels), 
synchronization is lightweight
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• Strong scaling 
experiments on 1 rank
- We set the number of 

tasklets to the best 
performing one

- The number of DPUs 
is 1, 4, 16, 64

- We show the 
breakdown of 
execution time:

• DPU: Execution time 
on the DPU

• Inter-DPU: Time for 
inter-DPU 
communication via 
the host CPU

• CPU-DPU: Time for 
CPU to DPU transfer 
of input data

• DPU-CPU: Time for 
DPU to CPU transfer 
of final results

- Speedup over 1 DPU
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Strong Scaling: 1 Rank
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• Strong scaling 
experiments on 32 
rank
- We set the number 

of tasklets to the 
best performing one

- The number of DPUs 
is 256, 512, 1024, 
2048

- We show the 
breakdown of 
execution time:
• DPU: Execution 

time on the DPU
• Inter-DPU: Time for 

inter-DPU 
communication via 
the host CPU

• We do not show 
CPU-DPU/DPU-CPU 
transfer times

- Speedup over 256 
DPUs
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Weak Scaling: 1 Rank

KEY	OBSERVATION	17
Equally-sized	problems	
assigned	to	different	DPUs	
and	little/no	inter-DPU	
synchronization	lead	to	
linear	weak	scaling	of	the	
execution	time	spent	on	the	
DPUs	(i.e.,	constant	execution	
time	when	we	increase	the	
number	of	DPUs	and	the	
dataset	size	accordingly).	

KEY	OBSERVATION	18
Sustained	bandwidth	of	
parallel	CPU-DPU/DPU-CPU	
transfers	inside	a	rank	of	
DPUs	increases	sublinearly
with	the	number	of	DPUs.	
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CPU/GPU: Evaluation Methodology
• Comparison of both UPMEM-based PIM systems to 

state-of-the-art CPU and GPU
- Intel Xeon E3-1240 CPU
- NVIDIA Titan V GPU

• We use state-of-the-art CPU and GPU counterparts of 
PrIM benchmarks
- https://github.com/CMU-SAFARI/prim-benchmarks

• We use the largest dataset that we can fit in the GPU
memory

• We show overall execution time, including DPU kernel 
time and inter DPU communication

https://github.com/CMU-SAFARI/prim-benchmarks


246

CPU/GPU: Performance Comparison (I)
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The 2,556-DPU and the 640-DPU systems outperform the CPU for 
all benchmarks except SpMV, BFS, and NW

The 2,556-DPU and the 640-DPU are, respectively, 93.0x and 27.9x 
faster than the CPU for 13 of the PrIM benchmarks
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CPU/GPU: Performance Comparison (II)
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The 2,556-DPU outperforms the GPU 
for 10 PrIM benchmarks with an average of 2.54x

The performance of the 640-DPU is within 65% 
the performance of the GPU for the same 10 PrIM benchmarks
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CPU/GPU: Performance Comparison (III)
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KEY	OBSERVATION	19
The	UPMEM-based	PIM	system	can	outperform	a	state-of-the-art	GPU
on	workloads	with	three	key	characteristics:	
1. Streaming	memory	accesses
2. No	or	little	inter-DPU	synchronization
3. No	or	little	use	of	integer	multiplication,	integer	division,	or	floating	

point	operations
These	three	key	characteristics	make	a	workload	potentially	suitable	to	
the	UPMEM	PIM	architecture.
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CPU/GPU: Energy Comparison

The 640-DPU system consumes on average 1.64x less energy than 
the CPU for all 16 PrIM benchmarks

For 12 benchmarks, the 640-DPU system provides energy savings 
of 5.23x over the CPU
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Outline
• Introduction

- Accelerator Model
- UPMEM-based PIM System Overview

• UPMEM PIM Programming
- Vector Addition
- CPU-DPU Data Transfers
- Inter-DPU Communication
- CPU-DPU/DPU-CPU Transfer Bandwidth

• DRAM Processing Unit
- Arithmetic Throughput
- WRAM and MRAM Bandwidth

• PrIM Benchmarks
- Roofline Model
- Benchmark Diversity

• Evaluation
- Strong and Weak Scaling
- Comparison to CPU and GPU

• Key Takeaways



251

Key Takeaway 1
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The throughput 
saturation point is as low 

as ¼ OP/B, 
i.e., 1 integer addition per 

every 32-bit element 
fetched

KEY	TAKEAWAY	1
The	UPMEM	PIM	architecture	is	fundamentally	compute	bound.	
As	a	result,	the	most	suitable	workloads	are	memory-bound.
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Key Takeaway 2
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KEY	TAKEAWAY	2
The	most	well-suited	workloads	for	the	UPMEM	PIM	architecture	
use	no	arithmetic	operations	or	use	only	simple	operations (e.g.,	
bitwise	operations	and	integer	addition/subtraction).	
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Key Takeaway 3
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KEY	TAKEAWAY	3
The	most	well-suited	workloads	for	the	UPMEM	PIM	
architecture	require	little	or	no	communication	across	DPUs	
(inter-DPU	communication).		
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Key Takeaway 4

KEY	TAKEAWAY	4
•	UPMEM-based	PIM	systems	outperform	state-of-the-art	CPUs	in	
terms	of	performance	(by	23.2× on	2,556	DPUs	for	16	PrIM
benchmarks) and	energy	efficiency	on	most	of	PrIM benchmarks.

•	UPMEM-based	PIM	systems	outperform	state-of-the-art	GPUs	on	
a	majority	of	PrIM benchmarks	(by	2.54× on	2,556	DPUs	for	10	
PrIM benchmarks),	and	the	outlook	is	even	more	positive	for	future	
PIM	systems.	

•	UPMEM-based	PIM	systems	are	more	energy-efficient	than	state-
of-the-art	CPUs	and	GPUs	on	workloads	that	they	provide	
performance	improvements	over	the	CPUs	and	the	GPUs.	
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Executive Summary
• Data movement between memory/storage units and compute units is a major 

contributor to execution time and energy consumption
• Processing-in-Memory (PIM) is a paradigm that can tackle the data movement 

bottleneck
- Though explored for +50 years, technology challenges prevented the successful materialization

• UPMEM has designed and fabricated the first publicly-available real-world PIM 
architecture
- DDR4 chips embedding in-order multithreaded DRAM Processing Units (DPUs)

• Our work:
- Introduction to UPMEM programming model and PIM architecture
- Microbenchmark-based characterization of the DPU
- Benchmarking and workload suitability study

• Main contributions:
- Comprehensive characterization and analysis of the first commercially-available PIM architecture
- PrIM (Processing-In-Memory) benchmarks: 

• 16 workloads that are memory-bound in conventional processor-centric systems
• Strong and weak scaling characteristics

- Comparison to state-of-the-art CPU and GPU

• Takeaways:
- Workload characteristics for PIM suitability
- Programming recommendations
- Suggestions and hints for hardware and architecture designers of future PIM systems
- PrIM: (a) programming samples, (b) evaluation and comparison of current and future PIM systems
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Long arXiv Version

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks

https://arxiv.org/pdf/2105.03814.pdf
https://github.com/CMU-SAFARI/prim-benchmarks
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PrIM Repository
• All microbenchmarks, benchmarks, and scripts
• https://github.com/CMU-SAFARI/prim-benchmarks

https://github.com/CMU-SAFARI/prim-benchmarks
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Understanding a Modern PIM Architecture

https://www.youtube.com/watch?v=D8Hjy2iU9l4&list=PL5Q2soXY2Zi_tOTAYm--dYByNPL7JhwR9

https://www.youtube.com/watch?v=D8Hjy2iU9l4&list=PL5Q2soXY2Zi_tOTAYm--dYByNPL7JhwR9


Barriers to Adoption of PIM

1. Functionality of and applications & software for PIM

2. Ease of programming (interfaces and compiler/HW support)

3. System support: coherence & virtual memory

4. Runtime and compilation systems for adaptive scheduling, 
data mapping, access/sharing control

5. Infrastructures to assess benefits and feasibility

259

All can be solved with change of mindset



We Need to Revisit the Entire Stack

260

Micro-architecture
SW/HW Interface

Program/Language
Algorithm
Problem

Logic
Devices

System Software

Electrons

We can get there step by step



PIM Review and Open Problems
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Onur Mutlu, Saugata Ghose, Juan Gomez-Luna, and Rachata Ausavarungnirun,
"A Modern Primer on Processing in Memory"
Invited Book Chapter in Emerging Computing: From Devices to Systems -
Looking Beyond Moore and Von Neumann, Springer, to be published in 2021.

https://arxiv.org/pdf/1903.03988.pdf

https://people.inf.ethz.ch/omutlu/pub/ModernPrimerOnPIM_springer-emerging-computing-bookchapter21.pdf
https://people.inf.ethz.ch/omutlu/projects.htm
https://arxiv.org/pdf/1903.03988.pdf
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PIM Course (Current)

n Spring 2022 Edition: 
q https://safari.ethz.ch/projects_and_semi

nars/spring2022/doku.php?id=processing
_in_memory

n Youtube Livestream:
q https://youtube.com/playlist?list=PL5Q2s

oXY2Zi-0NK1C5vi2Zx9nmE_3-cKN

n Project course
q Taken by Bachelor’s/Master’s students
q Processing-in-Memory lectures
q Hands-on research exploration
q Many research readings
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https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/spring2022/doku.php?id=processing_in_memory
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX
https://youtube.com/playlist?list=PL5Q2soXY2Zi-0NK1C5vi2Zx9nmE_3-cKN


PIM Course (Fall 2021)

n Fall 2021 Edition: 
q https://safari.ethz.ch/projects_and_semi

nars/fall2021/doku.php?id=processing_in
_memory

n Youtube Livestream:
q https://www.youtube.com/watch?v=9e4

Chnwdovo&list=PL5Q2soXY2Zi-
841fUYYUK9EsXKhQKRPyX

n Project course
q Taken by Bachelor’s/Master’s students
q Processing-in-Memory lectures
q Hands-on research exploration
q Many research readings

265

https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=processing_in_memory
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX


Juan Gómez-Luna’s Bio
n Senior Researcher and Lecturer @SAFARI 

q PhD from University of Cordoba (Spain)
q juang@ethz.ch
q el1goluj@gmail.com

n Research and Education in 
q Computer Architecture
q Processing in Memory
q Parallel and heterogeneous computing
q Acceleration for medical imaging and bioinformatics
q Computer Networks
q …
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mailto:juang@ethz.ch
mailto:el1goluj@gmail.com


Professor Onur Mutlu’s Bio
n Onur Mutlu

q Full Professor @ ETH Zurich ITET (INFK), since September 2015
q Strecker Professor @ Carnegie Mellon University ECE/CS, 2009-2016, 2016-…
q PhD from UT-Austin, worked at Google, VMware, Microsoft Research, Intel, AMD
q https://people.inf.ethz.ch/omutlu/
q omutlu@gmail.com (Best way to reach me)
q https://people.inf.ethz.ch/omutlu/projects.htm

n Research and Teaching in:
q Computer architecture, computer systems, hardware security, bioinformatics
q Memory and storage systems
q Hardware security, safety, predictability
q Fault tolerance
q Hardware/software cooperation
q Architectures for bioinformatics, health, medicine
q … 
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https://people.inf.ethz.ch/omutlu/
mailto:omutlu@gmail.com
https://people.inf.ethz.ch/omutlu/projects.htm


40+ Researchers

Onur Mutlu’s SAFARI Research Group
Computer architecture, HW/SW, systems, bioinformatics, security, memory

https://safari.ethz.ch/safari-newsletter-january-2021/

https://safari.ethz.ch 268

https://safari.ethz.ch/safari-newsletter-january-2021/
https://safari.ethz.ch/


SAFARI Newsletter December 2021 Edition
n https://safari.ethz.ch/safari-newsletter-december-2021/
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https://safari.ethz.ch/safari-newsletter-december-2021/


SAFARI Live Seminars (I)

https://safari.ethz.ch/safari-seminar-series/ 270

https://safari.ethz.ch/safari-seminar-series/


SAFARI Live Seminars (II)

https://safari.ethz.ch/safari-live-seminar-sean-lie-28-feb-2022/ 271

https://safari.ethz.ch/safari-live-seminar-sean-lie-28-feb-2022/


Research Focus: Computer architecture, HW/SW, bioinformatics
• Memory and storage (DRAM, flash, emerging), interconnects
• Heterogeneous & parallel systems, GPUs, systems for data analytics
• System/architecture interaction, new execution models, new interfaces
• Energy efficiency, fault tolerance, hardware security, performance 
• Genome sequence analysis & assembly algorithms and architectures
• Biologically inspired systems & system design for bio/medicine

Graphics and Vision Processing

Heterogeneous
Processors and 

Accelerators

Hybrid Main Memory

Persistent Memory/Storage

Broad research 
spanning apps, systems, logic
with architecture at the center

Current Research Focus Areas
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Comp Arch (Fall 2021)

n https://safari.ethz.ch/architecture/fall20
21/doku.php?id=schedule

n Youtube Livestream:
q https://www.youtube.com/watch?v=4yfk

M_5EFgo&list=PL5Q2soXY2Zi-
Mnk1PxjEIG32HAGILkTOF

n Master’s level course
q Taken by Bachelor’s/Masters/PhD 

students
q Cutting-edge research topics + 

fundamentals in Computer Architecture
q 5 Simulator-based Lab Assignments
q Potential research exploration
q Many research readings
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https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://www.youtube.com/watch?v=4yfkM_5EFgo&list=PL5Q2soXY2Zi-Mnk1PxjEIG32HAGILkTOF
https://www.youtube.com/watch?v=4yfkM_5EFgo&list=PL5Q2soXY2Zi-Mnk1PxjEIG32HAGILkTOF


Genomics (Fall 2021)

n Fall 2021 Edition: 
q https://safari.ethz.ch/projects_and_semi

nars/fall2021/doku.php?id=bioinformatic
s

n Youtube Livestream:
q https://www.youtube.com/watch?v=Mno

gTeMjY8k&list=PL5Q2soXY2Zi8sngH-
TrNZnDhDkPq55J9J

n Project course
q Taken by Bachelor’s/Master’s students
q Genomics lectures
q Hands-on research exploration
q Many research readings

274

https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=bioinformatics
https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=bioinformatics
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX
https://www.youtube.com/watch?v=MnogTeMjY8k&list=PL5Q2soXY2Zi8sngH-TrNZnDhDkPq55J9J


Hetero. Systems (Fall’21)

n Fall 2021 Edition: 
q https://safari.ethz.ch/projects_and_semi

nars/fall2021/doku.php?id=heterogeneou
s_systems

n Youtube Livestream:
q https://www.youtube.com/watch?v=QY_

bjwzsfMM&list=PL5Q2soXY2Zi_OwkTgEy
A6tk3UsoPBH737

n Project course
q Taken by Bachelor’s/Master’s students
q GPU and Parallelism lectures
q Hands-on research exploration
q Many research readings
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https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=heterogeneous_systems
https://safari.ethz.ch/architecture/fall2021/doku.php?id=schedule
https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=heterogeneous_systems
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX
https://www.youtube.com/watch?v=QY_bjwzsfMM&list=PL5Q2soXY2Zi_OwkTgEyA6tk3UsoPBH737
https://www.youtube.com/watch?v=9e4Chnwdovo&list=PL5Q2soXY2Zi-841fUYYUK9EsXKhQKRPyX
https://www.youtube.com/watch?v=QY_bjwzsfMM&list=PL5Q2soXY2Zi_OwkTgEyA6tk3UsoPBH737


Online Courses & Lectures
n First Computer Architecture & Digital Design Course

q Digital Design and Computer Architecture 
q Spring 2021 Livestream Edition: 

https://www.youtube.com/watch?v=LbC0EZY8yw4&list=PL5Q
2soXY2Zi_uej3aY39YB5pfW4SJ7LlN

n Advanced Computer Architecture Course
q Computer Architecture
q Fall 2021 Livestream Edition: 

https://www.youtube.com/watch?v=c3mPdZA-
Fmc&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN

q Fall 2020 Edition: 
https://www.youtube.com/watch?v=4yfkM_5EFgo&list=PL5Q2
soXY2Zi-Mnk1PxjEIG32HAGILkTOF

276https://www.youtube.com/onurmutlulectures

https://www.youtube.com/watch?v=LbC0EZY8yw4&list=PL5Q2soXY2Zi_uej3aY39YB5pfW4SJ7LlN
https://www.youtube.com/watch?v=c3mPdZA-Fmc&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN
https://www.youtube.com/watch?v=4yfkM_5EFgo&list=PL5Q2soXY2Zi-Mnk1PxjEIG32HAGILkTOF
https://www.youtube.com/onurmutlulectures
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https://www.youtube.com/onurmutlulectures

https://www.youtube.com/onurmutlulectures


Open-Source Artifacts

https://github.com/CMU-SAFARI

278

https://github.com/CMU-SAFARI


Open Source Tools: SAFARI GitHub

279https://github.com/CMU-SAFARI/

https://github.com/CMU-SAFARI/
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https://github.com/CMU-SAFARI

https://github.com/CMU-SAFARI


Dr. Juan Gómez Luna
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Enabling the 
Processing-in-Memory Paradigm 

for Future Computing Systems


